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Learning to Play Othello 

with N-Tu ple Systems 

Simon M. Lucas 

Department of Computer Science 

University of Essex, Colchester, UK 

sml@essex.ac.uk 

Abstract 

This paper investigates the use of n-tuple systems as position value functions 

for the game of Othello. The architecture is described, and then evaluated for use 

with temporal difference learning. Performance is compared with previously de-

veloped weighted piece counters and multi-layer perceptrons. The n-tuple system 

is able to defeat the best performing of these after just five hundred games of self-

play learning. The conclusion .is that n-tuple networks learn faster and better than 

the other more conventional approaches. 

Keywords: Othello, n-tuple network, temporal difference learning. 

1 Introduction 

Games provide an ideal test-bed for the study of artificial intelligence. Early pioneers 

of computing and information theory such as Alan Turing and Claude Shannon were 

intrigued by the idea that computers might one day play grand-master level chess, and 

sketched out ideas of how this might be achieved. Computers know play at super-

human levels on many complex games. Remarkably, checkers is now a solved game 

[23], the result being a draw if both players play optimally. Chess is far from being 

solved, but computers play at world-leading level. 
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The immediate goal of the research described in this paper is not to produce world 

leading AI players. Rather, it is to study the effectiveness of machine learning ap-

proaches to game playing: how well a machine can learn to play, rather than how 

well we can program it to play. In particular we are interested . in how well the sys-

tem can learn to play without any expert tuition, and without recourse to an expert 

opponent to practice against. The two main ways to achieve this are with temporal 

difference learning (TDL), and with eo-evolution. For board games such as Othello, 

these techniques usually work by learning a value function that operates within a game-

tree search algorithm. 

Temporal difference learning (TDL) was applied by Samuel as far back as 1957 

[22) and Michie in 1961 [18). A famously successful applicationofTDL was Tesauro's 

TD Gammon [25], which was followed up by an evolutionary approach to the same 

problem by Pollack and Blair. In recent years there has been a surge of interest in 

evolutionary approaches to this type of learning. Much of this was probably inspired 

by the work of Pollack and Blair [19], and Chellapilla and Fogel [4] [5] [7]. 

All the systems under test in this paper play at one-ply. This puts the emphasis 

entirely on the quality of the learning, not on the details of the game-tree search, and 

provides the most efficient way to compare a set of learners. The learner aims to learn 

a good position value function that when combined with a one-ply search algorithm 

will encode a strategy for playing the game. Limiting to one-ply does overlook the 

computational cost of the method, which might be viewed as an oversight, since higher 

computational cost would lead to more limited game-tree search if these learners were 

to be used for real. It does however provide an interesting challenge. 

The most popular methods for approximating value functions in games are linear 

functions (perceptrons), multi-layer perceptrons (MLPs), and spatially arranged MLPs 

as used in Blondie [5]. This paper describes a new approach to value function learning 

based on n-tuple systems. While n-tuple systems date back to the late 1950s, their 

use for learning game strategies is novel, and was recently introduced by the author 

[16]. This work is still in its initial stages, but has already proved to be remarkably 

successful. An n-tuple network trained with a few hundred of self-play games was 

able to significantly outperform the CEC 2006 champion. 
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The rest of this paper is structured as follows. Section 2 describes the game of 

Othello, and the randomised· version of the game used in this paper. Section 3 gives 

a brief overview of n-tuple systems, and describes how n-tuples are used as position 

evaluators for Othello. Section 4 explains how temporal difference learning can be 

used to train n-tuple networks. Section 5 reports the results and section 6 concludes. 

2 Othello 

This section gives a brief description of the nature of the game, and then summarises 

previous approaches to learning to play it. Othello is a challenging unsolved game, 

where the best computer players already exceed human ability. Othello is played on an 

8x8 board between two players, black and white (black moves first). At each turn, a 

counter must be placed on the board if there are any legal places to play, else the player 

passes. At each move, the player must place a counter on an empty board square to 

'pincer' one or more opponent counters on a continuous line between the new counter 

and an old counter. All opponent counters .that are pincered in this way are flipped over 

to the color of the current player. The initial board has four counters (two of each color) 

with black to play first. This is shown in figure l, with the open circles representing 

the possible places that black can play (under symmetry, all opening moves for Black 

are identical). The game terminates when there are no legal moves available for either 

player, which happens when the board is full (after 60 non-passing moves, since the 

opening board already has four counters on it), or when neither player can play. The 

winner is the player with the most pieces of their col or at the end of the game. 

Counters placed in one of the four corners can never be flipped and therefore play 

a vital role in the game. Placing a high value on the corners tends to be the first thing 

learned, a fact that can be seen easily by inspecting the evolution of weight values in 

a weighted piece counter (WPC). Indeed the WPC [27] used as a benchmark in that 

study also reflects this. The highest value of 1 is given to all four corners. To hinder the 

possibility of an opponent getting a corner, the squares next to them should be avoided. 

For this reason they are given the lowest value -0.25. As a consequence the WPC 

encourages the players to place its counter at advantageous squares. The total set of 
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Figure 1 : The opening board for Othello. 

weights for this heuristic player is given in Figure 2, and depicted in Figure 3. These 

weights are symmetric under reflection and rotation, and have just 10 distinct values 

out of a possible 64. Experiments by the author (but not presented in this paper) show 

that enforcing this symmetry increases the learning speed. High levels of play can be 

learned more quickly when symmetry is enforced. However, Lucas and Runarsson 

did not enforce symmetry, and were able to learn a weighted piece counter that out-

performed the standard symmetric weights given below, but only after a large number 

of games. Symmetry is exploited by the n-tuple system described in this paper, and 

does seem to enable very rapid learning. 

1. 00 -0.25 0.10 0.05 0.05 0.10 -0.25 1. 00 

-0.25 -0.25 0.01 0.01 0.01 0.01 -0.25 -0.25 

0.10 0.01 0.05 0.02 0.02 0.05 0.01 0.10 

0.05 0.01 0.02 0.01 0.01 0.02 0.01 0.05 

0.05 0.01 0.02 0.01 0.01 0.02 0.01 0.05 

0.10 0.01 0.05 0.02 0.02 0.05 0.01 0.10 

-0.25 -0.25 0.01 0.01 0.01 0.01 -0.25 - 0.25 

1. 00 -0.25 0.10 0.05 0.05 0.10 -0.25 1. 00 

Figure 2: The weights (w) for the heuristic player [27]. 

As play proceeds, the piece difference tends to oscillate wildly, and some strategies 

Australian Journal of Intelligent Information Processing Systems 

4 

Volume 9, No. 4 



Volume 9, No. 4 

Figure 3: The standard heuristic weights, with lighter shades corresponding to more 

positive numbers. 

Figure 4: The Othello board, shaded to show squares that are equivalent under 

reflection and I or rotation. 

Australian Journal of Intelligent Information Processing Systems 

5 



-7 

piece diff. 

-16 

-25 

0 12 24 36 48 60 

Move 

Figure 5: Typical volalite trajectory of piece difference during the game ofOthello. 

aim to have few counters during the middle stages of the game to limit possible oppo-

nent moves. Figure 5 shows how piece difference can change during the course of a 

game. This shows the player based on the heuristic weights shown above versus a pure 

random player. This piece difference trajectory is fairly typical of a match between 

these two players. 

2.1 AI Othello Players 

The first strong learning Othello program developed was Bill [10, 11]. Later, the first 

program to beat a human champion was Logistello [3], the best Othello program from 

1993-1997. Logistello also uses a linear weighted evaluation function but with more 

complex features than just the plain board. The weights were initially estimated from 

a large database of games, and then tuned automatically using self-play. Logistello 

also uses an opening book based on over 23, 000 tournament games and fast game tree 

search [2]. 

More recently, Chong et al [6] eo-evolved a spatially aware multi-layer perceptron 

(MLP) for playing Othello. Their MLP was similar to the one used by Fogel and 

Chellapilla for playing checkers [5], and had a dedicated input unit for every possible 

sub-square of the board. Together with the hidden layers this led to a network with 
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5, 900 weights, which they evolved with around one hundred thousand games. The 

n-tuple systems described below are randomly constructed but typically have around 

15,000 weights, yet can learn highly effective Othello strategy in a few hundred games 

of self-play. 

2.2 Othello for Computational Intelligence Research 

Due to its extremely simple rules yet significant complexity and engaging gameplay, 

Othello makes an excellent benchmark for machine learning algorithms and trainable 

architectures. Most trainable architectures used in game strategy learning go through 

two phases: learning, and then testing. In the learning phase an algorithm is used to 

adjust the parameters of the architecture, which are then fixed during testing against 

other players. This is quite unlike human competition play, where players learn from 

their mistakes during a series of games against an opponent, and in particular, they will 

build some form of opponent model in order to optimise their play. A human player 

will try to avoid losing in the same way twice against the same opponent. While it is 

certainly possible to use on-line learning with neural networks, most previous research 

uses the two-phase approach of separating learning from testing. 

The upshot of this is that when playing two trained (but then fixed) function approx-

imators against each other in a perfect knowledge noise-free game such as Othello, 

there are only two possible outcomes, depending on which player moves first. This 

might give a poor estimate of the true relative ability of two players; the weaker player 

might just happen to beat the stronger player on both occasions. 

To overcome this problem a simple modification to any such noise-free game is 

to force random moves with a given probability. This is the methodology adopted by 

Runarsson and Lucas [21] and Lucas and Runarsson [12]. This can also be used for 

evaluation of weak players against very strong players, where the stronger player can 

be handicapped by the occasional forced random move. 

For this paper all position value functions have been evaluated at one-ply. Each 

value function under test is used as follows. The computer player expands the current 

board to all possible next boards, by making all possible legal single moves. If this set 
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is empty, then the player passes. If it is not empty, then the value function is applied to 

each next board, and the move is made that leads to the board with the highest value. 

One-ply players are at a significant disadvantage against players searching to greater 

ply, but providing all functions play at one-ply, then it is a level playing field. Further-

more, one-ply is especially easy to implement and fast to compute. When conducting 

comparisons with value functions developed by other researchers it also makes matters 

simpler. For high-ply minimax search it is harder to make direct comparisons specifi-

cally on the performance of the value function as there are many details of the rninimax 

search (alpha-beta pruning, variable depth search etc.) which greatly affect the standard 

of play. 

The author has been running an Othello neural network web server for the past two 

years. During that time, well over one thousand neural networks have been uploaded 

to the site. When a network is uploaded, it is played against the standard heuristic 

weighted piece counter for many games (initially 1,000, but this has been reduced to 

100 to reduce load), and this gives it a ranking in the trial league. Then, for particular 

competition events, entrants are allowed to nominate two of their best networks to 

participate in a round-robin league. 

The best network found in this way so far was an MLP. eo-evolution finds it hard 

to learn MLPs for this task, and for a long time the best network was an MLP trained 

by Runarsson1 using TDL. For the 2006 IEEE CEC Othello competition, however, a 

new champion was developed by Kyung-Joon Kim and Sung-Bae Cho. They seeded 

a population with small random variations of the previous best MLP, and then ran eo-

evolution for 100 generations. This was able to produce a champion that performed in 

the round-robin league significantly better than the other players, and than the TDL-

trained MLP that it was developed from. This points toward the value of TDL I 

Evolution hybrids. 
1The weights for which are available here: http://algoval.essex.ac.uk:8080/othellolhtmUOthello.html. 
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3 N-Tu pie Architectures 

N-Tuple networks date back to the late 1950s with the optical character recognition 

work of Bledsoe and Browning [1). More detailed treatments of standard n-tuple 

systems can be found in [26] and [20]. They work by randomly sampling input space 

with set of n points. If each sample point has m possible values, then the sample point 

can be interpreted as an n digit number in base m, and used as an index into an array 

of weights. The n-tuple works in a way somewhat similar to the kernel trick used in 

support vector machines (SVM)s, and is also related to Kanerva's sparse distributed 

memory model [9]. The low dimensional board is projected into a high dimensional 

sample space by the n-tuple indexing process. There are many varieties of n-tuple 

systems. Original n-tuple systems were often implemented in hardware, since the 

indexed look-up process is easy to implement using RAM chips. The very simplest 

of these used a 1-bit wide memory configuration, also known as binary n-tuples. Each 

memory location in a binary n-tuple records whether an address has occurred during 

training or not. Such systems suffer the risk of saturation, where excess training can 

make test-set performance worse, since given noisy training data, all addresses will 

eventually occur. For this reason, modem n-tuple systems tend to store continuous 

value weights, or probabilities. When trained on supervised data, probabilistic n-tuple 

systems can be trained using single-pass maximum likelihood techniques, where the 

probability of each address occurring is estimated as the number of times it occurred 

during training, divided by the number of occurrences of all addresses in the n-tuple. 

While the basic idea of n-tuple systems is wonderfully simple, getting high per-

formance from them in practice may involve significant design effort. Examples of 

this include the continuous n-tuple used for face recognition [13], the scanning n-tuple 

used for sequence recognition [17], and the scanning n-tuple grid used for OCR [15]. 

Interesting results have also been achieved with bit-plane decomposition methods [8]. 

More recently Lucas [14] introduced a back-propagation training rule based on 

optimising a cross-entropy measure. The same back-propagation update rule is used in 

this paper, though the error criterion is based on minimising the mean-squared error, 

with the target values being set according to the temporal difference training rule. 
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Figure 6: The system architecture of the N-Tuple-based value function, showing a 

single 3-tuple sampling at its eight equivalent positions (equivalent under reflection 

and rotation). 

3.1 Application to Othello 

To apply an n-tuple system to Othello, we first introduced symmetric sampling. Each 

square on an Othello board belongs to a group of either 4 or 8 squares that are all 

equivalent under reflection and I or rotation, as was illustrated in Figure 4. 

The value function for a board is then calculated by summing over all table values 

indexed by all the n-tuples. 

Figure 6 illustrates the system architecture but shows only a single n-Tuple. Each 

n-Tuple specifies a set of n board locations, but samples them under all equivalent 

reflections and rotations. The Figure shows a single 3-tuple, sampling 3 squares along 

an edge into the corner. 

Each n-tuple has an associated look-up table (LUT). The output for each n-tuple 
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is calculated by summing the LUT values indexed by each of its equivalent sample 

positions (eight in the example). Each sample position is simply interpreted as ann 
digit ternary (base three) number, since each square has three possible values (white, 

vacant, or black): The board digit values were chosen as (white=O, vacant= I, black=2). 

By inspecting the board in the Figure, it can be seen that each n-tuple sample point 

indexes the look-up table value pointed to by the arrow. These table values are shown 

after several hundred self-play games of training using TDL. The larger the black 

bar for a LUT entry, the more positive the value (the actual range for this figure was 

between about + / - 0.04. Some of these tables entries have obvious interpretations. 

Good for black means more positive, good for white means more negative. The LUT 

entry for index zero corresponds to all sampled squares being white: this is the most 

negative value in the table. The LUT entry for index twenty six corresponds to all 

sampled squares being black: this is the most positive value in the table. 

The value of a board v(b) based on a single n-tuple is defined in the following 

equation, where b is the board, d is a sampled n digit number in the set D(b) of 

symmetric samples given the n-tuple, and lis the indexed vector of values in the LUT. 

v(b) = l[d] (I) 
dED(b) 

The value function for a board is simply the sum of the values for each n-tuple. For 

convenient training with error back-propagation the total output is put through a tanh 

function. 

3.2 Choosing the Sample Points 

The n positions can be arranged in a straight line, in a rectangle, or as random points 

scattered over the board. The results in this paper are based on random snakes: shapes 

constructed from random walks. Each n-tuple is constructed by choosing a random 

square on the board, and taking a random walk from that point. At each step of the 

walk, the next square is chosen as one of the eight immediate neighbours of the current 

square. Each walk was for six steps, but only distinct squares are retained. So each 

randomly constructed n-tuple had between 2 and 6 sample points. The results in this 
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0 1 3 4 6 7 

8 9 10 13 14 15 

17 18 1( 21 22 

24 .\ h 31 

39 j 

41 42 45 46 

48 49 50 53 54 55 

56 57 59 60 62 63 

Figure 7: A randomly constructed n-tuple's sample points, together with its expan-

s1ons. 

paper are based on 30 such n-tuples. One would expect some n-tuples to be more 

useful than others, and there should be scope for evolving the n-tuples sample points 

while training the look-up table values using TDL. Each randomly constructed n-tuple 

is automatically expanded to place it's sample points at all symmetrically equivalent 

positions on the board. This must be done in a way that maintains the same relationship 

between all the sainple points, and is illustrated for the case of a single 3-tuple in 

Figure 6. 

A randomly constructed n-tuple sample is shown in Figure 7, together with all its 

expansions. The original sample points are: {2, 11, 20, 28, 34, 35}. Note that the order 

of the points makes no difference, providing that the same relative ordering is used for 

all the symmetric expansions also. 

4 Learning Value Functions 

As explained above, a value function is used to dictate game strategy. 
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Both Temporal Difference Learning (TDL) and eo-Evolutionary Learning (CEL) 

are able to acquire game strategies without reference to any expert knowledge of game 

strategy, and without using any prior available player to train against. Typically, CEL 

achieves this by generating an initial random population of strategies which are then 

played against each other, with the parents for each successive generation being chosen 

on the basis of their playing ability. Standard TDL achieves this through self-play. 

The main difference between the two methods (at least in their most typical forms) 

is that CEL uses only the end information of win/lose/draw aggregated over a set of 

games, whereas TDL aims to exploit all the information during the course of a game, 

as well as at the end of each game when the final rewards are known. 

Runarsson and Lucas investigated temporal difference learning versus eo-evolution 

for learning small-board Go strategies [21], and for Othello strategies [12]. In both 

cases they found that TDL learned faster, but that with careful tuning, CEL eventu-

ally learned better strategies. In particular, with CEL it was necessary to use parent-

offspring weighted averaging in order to cope with the effects of noise. For this paper, 

only TDL results are reported. Initial experiments with CEL were less successful, 

though that could be due to an insufficient number of games being played. A thorough 

comparison of TDL with CEL, and with possible hybrids is an obvious candidate for 

future work. 

In TDL the weights of the evaluation function are updated during game play using 

a gradient-descent method. Let x be the board observed by a player about to move, and 

similarly x' ·the board after the player has moved. · Then the evaluation function may be 

updated during play as follows. This is based on Sutton and Barto [24, p.l99], and the 

formulation of it in Equation 2 is taken directly from Lucas and Runarsson (12]. 

At each turn of the game, the TDL player either makes an in-game or a terminal 

(end-game) update. In the case of an in-game update, the value of the previous board 

position is adjusted to be more similar to the value of the current board position. This 

is a type ofbootstrapping process. For a terminal update, the value of the penultimate 

board is adjusted to be closer to the final value of that game (r = + 1 for black win, 

r = 0 for draw, r = -1 for white win). 
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Wi Wi + v(x)] (2) 

wi + v(x)] (1- v(x) 2 )xi 

where 
2 

= tanh(f(x)) = 1 ( /( )) -1 +exp -2 
(3) 

is used to force the value function v to be in the range -1 to 1. This method is known 

as gradient-descent TD(O) [24]. If x' is a terminal state then the game has ended and 

the following update is used: 

where r corresponds to the final utilities: +1 if the winner is Black, -1 when White, 

and 0 for a draw. 

Given the explanation above for how the value function is calculated, the LUT l 

entries can be seen as the weights of a single layer perceptron. The indexing operation 

performs a non-linear mapping to high-dimensional feature space, but that mapping is 

fixed for any particular choice of n-tuples. Since a linear function is being learned, 

there are no local optima to contend with. 

The first is how it is interfaced to the Othello game. The game engine calls a 

TDL update method for any TDL player after each move has been made: it calls 

in Game Update during a game, or terminalUpdate at the end of a game. 

It is instructive to study the Java code that implements this process as shown in 

Figure 8. The variables are as follows: op is the output of the network; tg is the 

target value; alpha is the learning rate (set to 0.001); delta is the back error term; 

prev is the previous state of the board; next is the current state of the board; net 

is an instance variable bound to some neural network type of architecture (an n-tuple 

system in this case). 

The n-tuple system implements the Net interface, and an instance of one is bound 

to the net instance variable in the code. The forward method calculates the output of 

the network given a board as input. The updateWeight method propagates an error 
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public void inGameUpdate(double[] prev, double[] next) { 

double op 

double tg 

tanh(net.forward(prev)); 

tanh(net.forward(next)); 

double delta= alpha* (tg- op) * (1- op * op); 

net.updateWeights(prev, delta); 

public void terminalUpdate(double[] prev, double tg) { 

double op = tanh(net.forward(prev)); 

double d e l t a =  alpha* (tg- op) * (1- op * op); 

net.updateWeights(prev, delta); 

Figure 8: The main two methods for TDL learning in Othello. 

term, and makes updates based on this in conjunction with the board input For the n-

tuple system the update method is very simple. While the value function was calculated 

by summing over all LUT entries indexed by the current board state, the update rule 

simply adds the error term to all LUT entries indexed by the current board: 

l(d) = l(d) + dE D(b) (4) 

One ofthe best features of an n-tuple system is how it scales with size. Due to the 

constant-time indexing operation, it is independent of the size of the LUT. So, although 

the LUT size grows exponentially with respect to n, the speed remains almost constant, 

and linear in the number of n-tuples. Hence, n-tuple value functions with millions of 

weights can be calculated extremely quickly. 

5 Results 

Experiments were conducted to test the performance of n-tuple networks trained with 

TDL. Play performance was tested by playing against the standard heuristic weights. 
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nGames/25 

Figure 9: Variation in win ratio against the heuristic player (each sample point based 

on 100 games, 50 each as black and white). 

Figure 9 (from [16]) shows how performance improves with the number of self-

play games. After every 25 self play games, performance was measured by playing 

100 games against the standard heuristic player (50 each as black and white). 

Table 1 (from [16]) shows how performance against the CEC 2006 champion varies 

with the number of self play games, in this case playing 200 games against the cham-

pion (100 each as black and as white). After the first 500 self-play games have been 

played the Champion is defeated in nearly 70% of games. 

Table 1: Performance ofTDL N-Tuple Player versus CEC 2006 Champion over 200 

games, sampled after varying number of self-play games 

nsp Won Drawn Lost 

250 89 5 106 

500 135 6 59 

750 142 5 53 

1000 136 2 62 

1250 142 5 53 

Not only has the n-tuple based player reached a higher level of performance than 

any player to date (under this one-ply, 10% forced random move evaluation scheme), 

it has also done so much more quickly. In order to gain some insight into how the 
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piece diff. 
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Figure 10: Plot of piece difference for a TD-trained n-tuple system versus the standard 

heuristic player on over 10 games with the n-tuple system playing as black (positive). 

n-tuple system plays, some plots of piece difference versus move number were made, 

when the n-tuple system played the standard heuristic weights. The results are shown 

in Figure 10. On this sample, the n-tuple system usually has a worse piece difference 

during the middle of the game, and only during the final fifth of the game does it begin 

to dominate. On this test the n-tuple system wins nine games out of ten - this is 

shown by how many lines finish above the draw line. This particular n-tuple system 

had 14,772 weights in it. 

6 Conclusions 

The results show that N-Tuple architectures offer the best method yet for learning 

position value in the game of Othello. They can be trained very rapidly using temporal 

difference learning, and reach relatively high playing ability after just 500 games of 

self-play. 

The results for Othello show that the N-Tuple networks very clearly out-perform 

weighted piece counters and MLPs, both of which have been the staple diet of compu-

tational intelligence researchers. It seems most likely that the results will carry over to 

other board games, and quite possibly to entirely different genres of game. 
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A likely reason for this is that n-tuple systems factorise well: the values learned 

in one element of the look-up table are largely independent from the values learned in 

other parts. However, the size of lookup table (and hence the number of parameters) 

for a non-trivial game may need to be made very large. This large search space makes 

for slow progress with evolutionary methods, but temporal difference learning is able 

to exploit more information, during the course of the game, and use features of the 

input space to directly adjust the weights in the table. In summary, the combination 

of temporal difference learning with n-tuple systems seems a very promising approach 

with which to tackle game learning. 
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Abstract 
In this paper we propose an assessment of Java as a game 
programming language. The review shows that java is a 
very apt language for game development. We introduce the 
design of the Homura, engine and a supporting /DE, 
which allows for the development of java-based (and web-
based) 3D games. The game engine and /DE supports an 
extensible jME-based middleware which can further be 
developed and added to. We have produced game 
prototypes and examples to showcase the use of Homura 
Engine and Homura /DE. The salient points of Homura, is 
to provide an integrated /DE solution for java based 3D 
web-based games, offering, editors (text and graphics), 
compiler, and a virtual machine, as well as an extended 
eclipse based /DE interface. The /DE features a game 
spatial editor, positional editor, and a series of wizard 
facilitating the development of the game logic, and the 
management of the game assets (camera, models, texture, 
terrain, etc ... ). Two games are being developed and will 
be integrated in the. Homura /DE, and run with the engine 
to experiments with the several components of the /DE. 

Keywords 
Java Game Development, Game Engine, IDE, Spatial 
Editor, Tools. 

1. Introduction 
The Java programming language was developed by Sun 
Microsystems [9], using C++ as its basis. Released in 1995 
and originally intended to program set-top boxes. Twelve 
years on, Java has flourished and is in widespread use 
within the IT industry; continuingly improving to the 
current (i.e. 2007) JDK 6 version. 
Primary uses of Java are web-development using Java 
Servlets, Distributed Applications, Enterprise Systems, 
cross-platform Desktop Applications and Applets. 
The reasons attributed to Java's growing popularity are 
numerous; Java is easy to learn, platform independent, 
produces safe and robust code. Productivity is greatly 
improved and maintenance becomes easier. As Java is an 
Object-Oriented language, developers get all the benefits 
of the Object-Oriented Programming (OOP) paradigm, 
such as encapsulation, usability, extensibility, abstraction 
and information hiding. 
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In the games industry however, the de-facto standard for 
language choice is C/C++, and has been for over ten years. 
Despite its rapid growth in the aforementioned areas of IT, 
Java has not seen the same success within the games 
industry. 
The aims of this paper are to determine what role Java has 
to play in Game Development, whether and where it is 
used in the games industry today, the perceived technical 
shortcomings of the language in tackling the specific 
developmental challenges of game programming, whether 
there are solutions to overcome these problems and finally 
proposing an IDE and an Engine for facilitating the use 
and the teaching [26] of Java as a game development 
programming language. 
The paper is structured as follows, in section 2 we present 
an evaluation of java as a potential language for game 
development and we discuss the features of Java [26], jME 
[12] and LWJGL[15)[16], in section 3 we introduce the 
Homura game engine and IDE, in section 4 we present the 
supporting technologies we have used in the development 
of the IDE and the engine, in section 5 we discuss the 
requirement of the IDE and the tooling; in section 6 we 
present some examples of games we have developed with 
Homura, and in section 7 we conclude summarising the 
main features of the project .and discussing the future work. 

2. Evaluation of Java as a Game 
Programming Language 
In this section we evaluate Java as a game programme 
language. We will discuss what role Java has to play in 
Game Development, where it is used in the games industry 
today, the perceived technical shortcomings of the 
language in tackling the specific developmental challenges 
of game development, and whether there are solutions to 
overcome these problems 

2.1 Technical Appraisal 

2.1.1 Common ChaUenges in Game Programming 
Modem PC and console games applications are extremely 
complex computer programs. They are data-intensive, 
processing-intensive, predominately real-time 3D graphics 
applications incorporating networking, audio, physics 
simulation, AI, rendering and animating a vast numbers of 
polygons complete with hardware-accelerated texturing 
and lighting. All these actions have to be performed 
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within the game-loop and are expected to execute at least 
30 frames per second or more (commonly 60 FPS in 
modern games). 
Consequently, this introduces various developmental 
challenges. Being data intensive, modern games require 
large amounts of storage capacity both on persistent media 
(hard-disk, DVD, Blu-Ray etc ... ) and in RAM. 
Subsequently, good memory management and rapid I/O 
access are vital. The variety of tasks alludes to the fact 
that games are extremely processor-intensive applications. 
Large number of operations have to be executed per-
second in order to run smoothly, so performance of the 
code is of equal importance. 
In many cases, games cannot be patched to solve issues 
(e.g. as the game master is pressed to disc). Robust, stable 
code which does not act or terminate unexpectedly is of 
paramount importance. 
The ultimate control over memory management and the 
performance provided by C++ and its compilers satisfies 
these demands and justifies its widespread use. 
·Other factors to consider when selecting the language for 
games development are: 

• Development Environment - A good environment 
rapidly increases developer productivity 
providing source code management, syntax 
highlighting, device specific configurations, 
intelligent code reflection (e.g. Visual Studio's 
Intellisense), and even debugging and profiling. 

• 3D Graphics Framework- Existing 3D Graphics 
Frameworks greatly enhance productivity, C++ 
has bindings to both Microsoft's DirectX and 
SGI's OpenGL. 

• 3D Game Engines- As well as using the above 
frameworks and API to produce the game engine, 
a development team may wish to utilise an 
existing 3D game engine. There are engines for 
graphics, physics, AI which have C++ bindings; 
commercial examples include the Havok Physics 
Engine, the Unreal3 Engine from Epic, ID Tech 5 
from ID and CryEngine 2.0 from Crytek. Non-
commercial examples include Allegro, OGRE 
and PANDA. 

Therefore, in order to become a viable alternative to C++, 
Java must offer comparative functionality and support. 
This section will determine whether this is the case, and 
detail the Java components that provide this functionality. 

2.1.2 Key differences between Java and C++ 
As C++ is the most popular language for game 
development, how does Java differ? The Java Whitepaper 
[9] details the origins of the language. Java (originally 
named Oak) evolved from Sun Developer James Gosling's 
evolution of C++, which he coined C++ ++ --, originally a 
set of extension to the CIC++ compilers. This soon 
became cumbersome, so the creation of entirely new 
language was initiated. "Even though C++ was rejected 
as an implementation language, keeping the Java 
programming language looking like C++ as far as 
possible results in it being a familiar language, while 
removing the unnecessary complexities of C++. Having 
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the Java programming language retaining many of the 
object-oriented features and the 'look and feel' of C++ 
means that programmers can migrate easily to the Java 
platform and be productive quickly" [9]. 

Therefore the key differences between Java and C++ are: 

• Java follows the OOP Paradigm whereas C++ 
inherits the imperative-programming paradigm of 
C, extending it with OOP functionality. 

• Java has no equivalents for struct, union, and 
pointer data-types, Pointers have been replaced 
by references and a distinction between core data-
types (int, float, double, etc ... ) value and object 
data-types (Classes). 

• Java does not support typedef or #define and has 
no Pre-Processor, eliminating header files, as 
found in C I C++, but removes conditional 
compilation. 

• Java has a large collection of utility classes built-
in, providing functionality such as Strings, 10, 
Networking, UI (A WT I Swing), Abstract Data-
Types (Vector, Array Lists, etc ... ), C++ has 
additional functionality provided by external 
libraries such as the Standard-Template-Library 
(STL). 

• Java does not provide support for multiple 
inheritance, instead opting for Single Inheritance 
and Multiple interface classes using the extends 
and implements keywords. 

• Java has an autonomous allocation I de-allocation 
of memory (Garbage Collection). C++ requires 
that the programmer destroys all dynamically 
allocated data. 

• C++ is compiled directly into machine instruction 
or assembly code (dependent on compiler). Java 
is compiled to an intermediate step called Byte-
Code - this is part of what make it platform 
independent. 

These differences mean that C++ gives the programmer 
the most control, by allowing low-level access to the 
computer hardware. Combined with an optimised 
compiler, C++ has very impressive performance. 

Java is easier to learn and increases developer productivity 
as plethora of libraries available in the JDK mean that a 
large quantity of existing functionality is available to 
incorporate into applications. Java applications are 
executed in a protected environment, the Java Virtual 
Machine (JVM), abstracting the programmer from the 
hardware. By using references instead of pointers and a 
garbage collector instead of explicit de-allocation, Java 
destroys the pointer-related errors that can occur when 
using C++, such as illegal memory access, access outside 
of array bounds, memory leaks and attempts to access 
memory that has already been de-allocated. 
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2.1.3 Existing Uses in Game Development . . 
In order to assess Java's future, we must first constder tts 
current applicability. For the purposes of this paper, game 
development will be divided into three platforms types: 
Desktop (PC based), Console (Xbox, Playstation, Wii), 
and Mobile (Mobile Phones, PDA, XDA). Each of these 
has different challenges. PC games need to cope with 
varying hardware and therefore device i n d e p e n d e n c e .  
Console games need to be developed to maxmuse the 
abilities of their particular machine. Mobile games are 
required to run across a large number of different devices, 
so platform independence is a key issue. Memory and 
processing power is also limited on mobile devices, so 2D 
games are prevalent in this area. 

2.1.3.1 Desktop Game Development 
Java has been used for many freeware PC games, typically 
distributed using Applets or Java Web-Start technologies, 
this paper will be focused towards commercial games. T.he 
PC gaming platform has a 20% market share, wtth 
computers running windows accounting for 95% of that 
share [4]. In [4] and [5], Dr Andrew Davidson surveyed 
Java's use in commercial PC games development and 
found more than 20 instances of its use. Key titles built 
using Java include [4]: 

• Who wants to be a Millionaire (2000)- Java used 
for the game logic. 

• Vampire- the Masquerade: Redemption (2000)-
Java used as scripting language. 

• Politika (1997) was developed entirely using 
Java. 

• Puzzle Pirates: Multiplayer Online Game. - client 
and server are written in Java. 

• Runeseape - Clients can use a Java applet to play, 
or download a Windows-based client application. 

• Star Wars Galaxies- Game logic coded in Java. 
• /L-2 Sturmovik- Combined Java and C++. 

These games have been developed by prominent gaming 
developers including Ubisoft, Lucasarts, EA, and Jagex. 
In fact Jagex's 3D MMORPG Runescape [11] has become 
an overwhelming success, with six million users inhabiting 
the game world at least once a month. 

2.1.3.2 Mobile Game Development 
One area where Java is prevalent in the games industry is 
mobile development. Java has many SDK aimed 
specifically at mobile development. 
One of them, Java ME (Java Platform, Micro Edition) is an 
extremely powerful toolkit for creating cross-platform 
mobile games. The central core of the application extends 
the MIDlet class, similar to how Applets work. The 
Connected Limited Device Configuration (CLDC) is 
utilized to combine the large variety of mobile devices into 
a fixed configuration providing a set of standardised class 
libraries, including GUI, IO, etc. and a limited version of 
the Java VM. Profiles are then used to tune applications, 
adding enhancements specific to a subset of devices. 
This standardization, combined with flexible configuration 
means that virtually every mobile device currently on the 
market provides Java support [23], and thus, Java is likely 
to remain the premier technology for mobile development. 
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Each release continues to improve the API, with additional 
features such as the Wireless Toolkit and Mobile 
development plug-ins for the major Java IDEs. 

2.1.3.3 Console Development 
Using Java for console games development is problematic. 
The now-defunct Sega Dreamcast remains the only 
dedicated game console that the standard VM is available 
for. Two mainstream Dreamcast games utilized Java 
during their development - Skies of Areadia and Daytona 
USA. 
Virtual machines are currently not available for Xbox360, 
PS2, PS3 or Wii consoles [23]. However, it is possible to 
run Java Application using the gee compiler front-end gcj 
[5] at the sacrifice of optimized code (see section 2.2.4). It 
is also possible to run Java applications on the PS3 Linux. 

2.1.3.4 Summary 
There are three different methods that have been employed 
to develop PC games using Java: 

• Using Java for Game Logic and C++ for low-
level computation (e.g. Graphics and Audio). 

• Using 100% Pure Java. 
• Using Java as a Scripting Language. 

The first approach is the most widely used, C++ providing 
performance critical sections, e.g. the 3D engine. 
The area of concern for future of Java game development 
is the current lack of support on the next generation 
consoles. 
If a developer wants to create a cross-platform title, then 
using Java would not be a feasible option, especially as 
cross-platform engines such as EA's. Renderwaie system 
and the aforementioned Unreal3 Engine, would 
significantly reduce portability issues encountered when 
using C++. 

2.2 Other Contender to Java 
When deciding whether Java has a future in game 
development, an analysis of the competing languages must 
also be taken into account. Java's main competitor is 
Microsoft's ISO standardized C# language. This is a 
language which used Java as its basis, and has extremely 
similar syntax to Java. The language is constantly 
evolving, and is closely tied to Microsoft's .NET 
framework, providing similar functionality to the Java 
SDK classes. 

C# 3.0 is to be released December 2007, along with .NET 
Framework 3.5 and Visual Studio 2008. Its incorporation 
with Visual Studio means that there is already exposure to 
a wide number of C++ developers. C# has similarities with 
Java, as it uses a Virtual Machine structure (The Common 
Language Runtime or CLR) C# code is compiled into an 
intermediate format called MSIL which is then interpreted 
bytheCLR. 

C# has bindings to DirectX, OpenGL, and a Microsoft API 
called XNA, which allows C# games applications to be 
release on both PC and XBOX 360. It can also 
interoperate with Managed C++, without no cost as the 
operation as done at CLR level. C# game engines are 
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available, in particular a port of the popular Open-Source 
C++ Engine OGRE called Axiom. Whilst evaluating C#'s 
future in game development is outside the scope of this 
paper, it shares many of the same productivity benefits as 
Java. Cut-down versions of Visual Studio for C# and XNA 
are also available free from the Microsoft Website. 

2.3 Java Game Programming Details, 
Issues and Solutions 

2.3.1 Java Performance Issues 
Dr Andrew Davidson [4] [5] highlights common 
knowledge as a factor to Java's diminutive standing in 
game's industry. In [6] he defines a set of myths related to 
Java's technical limitations: 

• Java is too slow for games programming; 
• Java has memory leaks; 
• Java is too high-level; 

The first point is usually made in comparison to C++. 
When Java was officially released in 1996, version 1.0 was 
pitted against C++ benchmarking common programming 
operations, reported to have a slowdown factor of around 
20-40 times that of C++ [ 17]. 
A study conducted in [17] determined that JDK 1.4.2 "is 
20%- 50% slower than C++". [17] states that Java version 
1.5 is 1.1 times slower than C++, marking a significant and 
impressive performance increase over the last ten years. 
One of the key performance increases has come from the 
use of the Java Hotspot Compiler (discussed in section 
2.3.2). 
Since the publication of both these papers, version 6 of the 
JDK has been released and has seen further performance 
related improvements [24]. One of the main areas of 
improvement has been the tweaking of tuning flags within 
the runtime, which are used to select the garbage collection 
method, heap size and runtime complier settings. The 
results of these benchmarks shown in Figure 1 taken from 
IO performance tests by Sun [24] illustrate the 
improvements made between JDK Version 5 and Version 
6. 
Improvements have also been made to key methods within 
the JDK such as the Array Copy method 
System.ArrayCopy( ). Improvements have also been made 
on the latest version of the hotspot compiler (section 
2.3.3.) 
The second myth surfaced because the programmer does 
not destroy the objects they create (a class has a 
constructor, but no destructor in Java), this is a fallacy, as 
Java utilizes garbage collection to clear up memory from 
de-referenced objects, whereas C++ forces the developer 
into manual de-allocation. The Java garbage collection 
mechanism actually performs better than C++ [17]. 
A previous issue with garbage collection is its ability to 
interrupt key processing tasks (e.g. during an animation 
frame) to free memory from de-referenced objects. Since 
JDK 1.4.2, multiple methods of garbage collection have 
been added to the JVM [18]. The programmer can set an 
execution flag, defining when the garbage collector should 
be invoked, eradicating this issue. 
The third argument against Java is that it is too high-level. 
This is analogous to the arguments when C++ was 
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compared to C, and when C was compared to Assembler. 
There is little truth to any to these statements. The 
machine independence offered by Java, is perceived to 
slow 1/0 functions relating to video/system RAM. Figure 
1 illustrates that Java SE 6 has made significant 
performance boosts relating to I/O. 

1/0 Benchmark Comparison 

----
Figure 1 - I O Benchmark Tests between JDK 5 

and JDK 6 [24] 

2.3.2 Java Hotspot Compiler 
The Java Hotspot Compiler [25] is technology behind the 
Virtual Machine found in the latest ·JDK, and was 
introduced in version 1.3.1. 
In previous versions of Java, performance boosts were 
attempted using a process called Just-In-Time (JIT) 
compilation. Upon execution, Java Byte-Code (i.e. class 
file) is compiled into native machine instructions on the fly. 
The performance increase was limited due to a number of 
factors: 

• The code is compiled on the end-user's machine 
during execution, introducing a perceived delay 
during startup. 

• Java dynamically allocates objects on the heap 
during runtime whereas C++ predominately 
allocates memory on the Stack. Therefore, Java 
typically has higher object allocation rate during 
code execution, something which cannot be 
optimized by compilation. 

The Hotspot Compiler enhances this process by redefining 
the compilation architecture, into two layers as seen in 
Figure 2. 

Figure 2 - Hotspot VM Compiler Architecture 
[25]. 

The compiler layer allows adaptive compilation options 
when a Java program is executed. A program can be 
specified as either Client or Server, each using the same 
VM, but applying different optimization strategies. The 
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Client Compiler is tuned to reduce memory footprint a n d
reduce application startup time. The S e r v e r  C o m p i l e r  
incorporates an adaptive compiler that appbes t e c h n i q u e s  
used by C++ optimized compilers, and a d d i t i o n a l  
techniques such as the aggressive i n - l i n i n g  of V i r t u a l  
methods, something which cannot be achieved by a static 
compiler such as C++'s. 

2.3.3 Hotspot's Key Optimisations . 
The bottom architectural layer, the Hotspot VM, provides 
the key optimization procedures. In previous versions of 
the VM, indirect memory handles were used to represent 
object references, making garbage collection easier. The 
Hotspot VM has removed these handles, replacing them 
with direct memory pointers. This means that access to 
instance variables is now equivalent to that in C/C++, 
markedly improving Java's performance. 
Garbage collection in Java has improved, outperforming 
C++'s manual de-allocation of memory. This is because 
the Hotspot VM provides four algorithmic strategies for 
garbage collection. 

• Fully-Accurate Garbage Collection - Garbage 
Collection can be conservative, partially accurate 
or fully-accurate. Conservative collectors are not 
certain on the location of all object references, 
making them prone to memory leaks and 
corruption. These errors are difficult to debug as 
they are not guaranteed to occur. at particular 
times during execution. Conservative· collectors 
must either use handles to objects to ensure these 
mistakes do not happen, or avoid re-allocation of 
object in memory leading to memory 
fragmentation, each decreasing performance. 
Fully Accurate Collections allows object 
reallocation and all inaccessible object memory is 
reclaimed. This avoids memory fragments and 
reduces the memory footprint, boosting 
performance. 

• Generational Copy Collection - 95o/o+ of all 
objects in a typical application are short-lived 
(e.g. temporary data structures). By isolating 
newly created objects into an "object nursery" 
allocation is faster, as only a single memory 
pointer is incremented as more objects are added 
to the nursery. It also reduces the frequency of 
garbage collection, as the nursery can be flushed 
periodically, rather than removing each object as 
it is de-referenced. 

• Mark-Compact Collection - Objects with a longer 
lifespan may require collection due to memory 
constraints. The Mark-Compact algorithm 
traverses the tree of live objects and compacts the 
memory left by ·de-referenced objects. This 
compaction eliminates fragmentation in the Heap, 
and streamlines the recollection of old object 
memory. 

• Incremental "Pauseless" Garbage Collector- This 
is the key method in eliminating pauses that can 
occur during key processes - such as the main 
game loop - reducing impact on frame rates. 
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User-perceived pauses occur when long-living 
objects in the application require garbage 
collection. Theses pauses are proportional to the 
amount of object data, so in real-time data 
intensive applications, such as games, this 
becomes a significant flaw. The pauses are 
eliminated by using the "Train Algorithm" [25]. 
This divides the long pauses into a collection of 
tiny pauses (less than 10 milliseconds) and 
spreads them out, eliminating the long pauses. 

The other key performance optimization provided by the 
Hotspot compiler is the Hotspot detection functionality 
solving the aforementioned problems of JIT compilation. 
The Hotspot detection system applies adaptive 
optimization techniques, exploiting a common property 
that nearly all applications have: spending the majority of 
their time executing a small proportion of their code 
structure. Unlike JIT, where the code is compiled method 
by method, the Hotspot VM runs the program using the 
interpreter and detects these key portions or "Hot Spots". 
The global native code optimizer is then executed on the 
hot spots. Instead of compiling infrequently executed 
methods, more attention is given to these performance-
critical sections, without increasing compilation time. 
This is continued dynamically as the program executes, 
and more intelligent optimizations can be made. This also 
reduces the rnemory footprint of the application. 
Infomiation such as method-call relationships for virtual 
methods determined, meaning method in-lining can be 
performed in these c r i t i c a l  areas. This produces large 
blocks of code for the optimizer to work on, increasing the 
effectiveness of traditional compiler based optimization 
strategies. New optimization strategies are likely to be 
f o u n d ,  so the performance of the compiler can be 
improved as each generation of Java JDK is released. 
The latest version of Java has also added the Background 
compilation of methods to the Hotspot compiler. As a 
consequence, Hyper threaded or Multi-processing systems 
can now take advantage of spare CPU cycles to optimize 
Java code execution speed. 

2.3.4 3D Graphics Integration using Java 
Another important aspect when determining the use of the 
language for games development is the integration of 
existing 3D graphics functionality. C++ has bindings to 
the two main frameworks, Microsoft's DirectX and SGI's 
OpenGL. These sections will analyze the bindings 
available to Java. 

2.3.4.1 Java 3D 
Java3D [7] is a Java library written using JNI (Java Native 
Interface), a process which allows the execution of native 
code methods, such as C++ code and DLLs. This is used 
to access OpenGL or DirectX implementations provided 
by the application's host operating system. 
Java3D is a scene graph API. Programmers organize the 
3D scene in a hierarchical fashion, and use the 
aforementioned rendering libraries to carry out the 
rendering. The majority of commercial applications utilize 
the scene graph methodology, so Java 3D does not 
introduce a significant performance overhead with its 
adoption of this technique. Java 3D can significantly 
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reduce development costs as it has contains a vast 
collection of algorithms commonly used during 3D 
graphics development. 
[6] Proclaims Java 3D is significantly slower than 
optimized OpenGL and DirectX code, observing a 2.5x 
increase in execution time. 
However, like the Java language, Java 3D's performance is 
significantly improving, and the current release- Version 
1.5 has been vastly improved by using the JOGL (see 
below 2.2.5.2) binding to OpenGL which provides 
optimized JNI binding, reducing the penalty cost of 
invoking native methods [ 4]. 

2.3.4.2 JOGL 
Initiated by Sun in 2003 as an open source technology 
initiative, JOGL provides full access to the Open GL 2.0 
Specification APis, and is fully interoperable with A WT 
and Swing (Java's UI packages). It also provides 
advanced features such as support for custom shader 
languages (e.g. GLSL). It has become the official method 
for binding OpenGL to Java. (JSR-231 specification). 

2.3.4.3 LW JGL 
The LightWeight Java Games Library (LWJGL), is a set of 
wrappers which similarly to JOGL, uses JNI to provide 
low-level access to the OpenGL 2.0 Libraries for 3D 
graphics support. As well as OpenGL support, L WJGL 
also provides audio functionality, utilising the Open AL 
and FMOD cross-platform audio libraries. Input device 
control is provided through Jlnput. These libraries are 
both used in a large amount of commercial games, making 
L WJGL a good choice for game-development. However it 
does not currently intemperate with A WT or Swing. 
The optimized JNI wrappers used to communicate with the 
native libraries reduce performance cost for invoking 
native method. 

i 

Figure 3: UML-diagram of L WJGL in jME 

As aforementioned the L WJGL accesses OpenGL to create 
applications or games in a professional and amateur way. 
OpenAL is also provided. Access to Gamepads, Steering 
wheels Joysticks, and other controllers is supported. 
LWJGL is a relatively easy to use library. This means that 
some methods are removed which are not efficient in Java. 

Australian Journal of Intelligent Information Processing Systems 

26 

In addition a better overview and more possibilities are 
provided. Only methods are used which cannot be 
executed directly in Java. Error checking is done in Java 
code instead of a separate Dynamic Link Library (DLL). 
In order to make it a bit more clear how L WJGL is used 
and how it works figure 3 demonstrates where L WJGL 
applies. 

2.3.5 3D Game Engines for Java 
Another important aspect when determining the use of the 
language for games development is the availability of 
game engines and tools for supporting game development. 
There are some engines and tools available such as 
AgentFX [9], jMonkeyEngine [12] and MonkeyWorld3D 
[20]. 

2.3.5.1 AgentFX 
Agency 9 [1] has developed a Java-based 3D Games 
Engine named AgentFX (Version 2.4, October 2007). 
This is a scene graph based engine, similar to Java 3D, and 
provides features such as: 

• Octree spatial sub-partitioning for sub-scene 
management 

• Key frame Animation and Skeleton based 
Animation system 

• Dynamic Lighting 
• Vertex shaders and Pixel shaders 
• Mip-mapping, Bump map support along with 

basic and multi-texturing 
• Polygon-based Collision detection 
• Support for major 3D modelling tools such as 

Maya, 3D Studio Max using Sony's COLLADA 
Format for Modelling. 

Applications are developed by using the inheritance 
features of Java to extend the AgentFX Window 
Application class. This provides an extremely powerful 
process as the application is inheriting a large amount of 
information and functionality from this base class with the 
developer, at the most basic level, merely having to 
override the display() method in order to get an application 
up and running. 

2.3.5.2 jMonkeyEngine 
jMonkeyEngine GME) [12], is a powerful open-source 
BSD-licensed Java scene-graph engine, which is geared 
towards game development. It uses LWJGL[15] 
(Lightweight Java Game Library) at its core, which relies 
on OpenGL and OpenAL using JNI (Java Native Interface) 
for C to Java API linkage[15][16]. 

The reasons for using jME based on the high level 
language Java are extensive: 

• First of all jME is free. It is important for the 
development of the project, because no licence 
(some are very expensive) has to be bought, 
which are applied in professional games. 
Examples for such expensive engines are the 
Doom3-Engine by id-Software or the CryEngine 
by Crytek. The BSD-licence of jME is even 
available for commercial purposes. 
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• In order to support the latest real time rendering 
technologies like Direct3D and OpenGL a 
hardware accelerated engine is required. jME 
fully uses OpenGL with the LightWeight Java 
Game Library (LWJGL). 

• This shows another positive criterion of Java and 
jME. OpenGL is, unlike Direct3D, platform 
independent. This means that the project can also 
be used on operating systems like Linux or 
MacOS and not only on Windows. 

• There are tools developed with jME which 
supports game development in form of spatial 
editor. Such a product is MonkeyWorld3D [20]. 

• Another very important fact which was exposed 
during the development of the project is the good 
documentation in the World Wide Web. 

jME supports some similar features as Java 3D and 
AgentFX, but not all. Some examples of effects are iisted 
below [12]: 

• GLSL Shader Support 
• Vertex and Fragment Program Support (ARB 

Shaders) 
• High Quality Water with configurable reflection, 

refraction, wave generation, etc. 
• Bloom 
• Extensible Particle System 
• Lens Flare 
• Cloth Simulation 
• Screen tinting 
• Texture based dot3 bump-mapping 

2.3.6 Development Tools 
Development tools such as the development environment 
(IDE) for the language, which can rapidly ·increase 
production time, must be considered during technology 
selection. C++ has a variety of IDE's including Dev-C++ 
and primarily, Microsoft's Visual Studio. These are 
extremely powerful tools. 
Java also has two very powerful IDE tools at its disposal, 
with the advantage that both are free to use: Netbeans and 
Eclipse. Netbeans is provided with the JDK on Sun's Java 
Site and Eclipse is the open source implementation of 
IBM's Websphere studio interface. 
Both are extremely powerful, providing the functionality 
described in section 2.1, including Syntax Highlighting, 
intelligent code reflection, as well as UI designer tools, 
pluggable toolkits for Mobile, Web and Games 
Development (The Agency 9 Game Engine has plug-ins 
for Eclipse [1]), and the added bonus of advanced 
debugging, using the configuration flags of the Hotspot 
Compiler [25]. These development tools are as good as, if 
not arguably better than, the one's available for C++. 
Other considerations are: 

• Existing methods for interfacing with input 
devices, such as mouse, keyboard and game 
controllers. 
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• Existing methods for interfacing with sound, 
providing advanced features such as 3D Surround 
Sound Support. 

The most recent releases of Java have provided this set of 
functionality with the release of Jlnput 
(http://iinput.dev.java.net/) for input and JOAL, Java's 
binding to OpenAL (http://joal.dev.java.net), both open 
source releases from Sun Microsystems [23]. 
Java is continuingly improving at JDK level, and also 
benefiting from community projects. 
The first point is exemplified by the additional gaming-
related features added to the language since Java Version 
1.4.2 [4]: 

• A Nanosecond timer 
• Full Screen Mode, which bypass the window 

manager for direct hardware access (Immediate 
Mode) 

• Support for non-blocking Socket Connections for 
networkable multi-player games 

• Support for Generics (C++ Templates) 
• Support for Enumerations (C++ Enums). 

The Project Darkstar [22] is a great example of the 
community based releases. The Project Darkstar 
MMORPG codebase developed by Sun Microsystems is 
now available as open-source at the official project website. 

2.4 Discussion 

2.4.1 Evaluation 
From a technical perspective, Java is a good choice as a 
language for game development, as it has satisfied all the 
criteria in section 2.1. Its performance has vastly 
improved in the last 10 years, with the enhancements 
added to the JDK; the Hotspot VM Compiler, and 
optimization of garbage collection providing good real-
time performance, and exceptional memory management 
capabilities, so performance cannot be seen as the barrier it 
once was. 
The overall productivity increases provided by using Java 
make it a great choice for PC games development, as it has 
very good development environments to develop, test and 
debug code. The open-source, GPL style licenses 
available for many of the tools and libraries documented 
mean that cost-effectiveness of Java development is 
markedly greater than C++'s. 
Java can continue to dominate in the Mobile Gaming 
Market, with the ME edition of the JDK having the same 
performance benefits as the standard JDK and with an 
already established user base and virtually every mobile 
device supporting Java, its ubiquity means that it has very 
few challengers in this arena. 
With the proliferation of libraries such as JOGL, JOAL, 
L WJGL, Jinput; the increasing improvements being made 
to Java 3D and the advent of jME or the AgentFX Game 
Engines, Java can now provide low-level graphical and 
audio functionality through to high-level scene-graph 
related development and complete Game Engine solutions, 
covering the wide spectrum of developmental choices. 
The major downfall to Java games development is the lack 
of support on the next-generation consoles. With many 
developers releasing cross-platform titles, the lack of an 
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established, Hotspot quality VM means that C++ and the 
cross platform engines at its disposal will continue to 
dominate the console development industry. This is 
perhaps ironic, as one of Java's key strengths for enterprise 
development is its portability across platforms, and its 
web-based execution methods. 
However, if this is addressed, then Java must be seen as a 
serious competitor to C++. 

2.4.2 Technical Solution for Homura 
For the development of Homura we use jME [12], LWJGL 
and MonkeyWorld3D [20] as Java game API solutions. 
The initial architecture [8] of Homura as a whole is to have 
a core engine, which uses jME and LWJGL. The user is 
able to create Homura projects which will run totally 
independently of the IDE and can be exported to a wide 
range of platforms [10]. MonkeyWorld3D has been 
integrated, extended with a positional editor and is used for 
the development of the spatial editor of the IDE. Other 
libraries have been implemented to extend the 3D engine, 
the interfaces, and the editors (e.g. positional editor). 

3. Homura Game Engine and IDE 
In the following we introduce the engine Homura, and the 
supporting IDE which allow for easy creation of java-
based (web-based) 3D games [19]. 
We decided that our components would be based on 
existing software, and to extend libraries as required by 
our applications and games [ 4]. We decided to make the 
game prototypes, engine, and IDE at the same time. With 
the IDE and engine, we are targeting intermediate game 
developers. 
We decided to create the examples using jME [12], and 
investigated the use and extension of related design tools 
such as MonkeyWorld3D [20] at the same time. These 
open-source tools have been eventually integrated into the 
Homura IDE along with the Homura extended game 
libraries. This has the advantage of getting all the game 
logic and advanced graphical code available, while 
developing the IDE, and once the IDE is implemented 
enable us to create the engine by developing it in a stable 
environment. The games themselves are eventually ported 
to the new IDE and engine to show how the Homura 
engine and tooling can be used to speed up general game 
development. 

3.1 Homura Engine 
The Homura engine is based on jME and extended with 
libraries written with LWJGL. We have branchedjME into 
Homura in order to improve and optimise the internals of 
jME (i.e. for closer integration with Homura data 
structures and classes). Using standard game functions that 
will be utilised by all Homura games, we can parse over 
the various XML files created by Homura IDE to achieve 
different goals, for example loading models, managing a 
scene graph, applying textures, or special effects. 

3.1.1 3D Engine 
Using the 3D engine jME, the models in a game can be 
displayed on the screen. The task of the 3D engine is to 
manage all 3D objects and scenes. In addition the engine 
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interprets what is displayed on the screen and how it is 
drawn. There is a high and lower level for the respective 
decision. The higher level is assumed by the application 
itself with the help of the scene graph, and occurs at 
software level. The lower level is assumed by the renderer 
and occurs at hardware level, especially on graphics 
accelerators. 
To put a two-dimensional picture on the screen from 
the information of a three-dimensional objects, a virtual 
camera, textures and lights, is the purpose of the rendering 
pipeline. The 3D engine is a wrapper with the given 3D 
interface OpenGL and abstracts the so-called rendering 
pipeline. The rendering pipeline itself today is 
implemented on the hardware, the 3D graphics 
accelerators. These are graphics cards which are included 
in almost every computer. So we do not need to worry 
about the low level issues. The 3D engine will manage it. 

The pipeline is filled with 3D data which are changed 
while running through the pipeline. The result at the end 
of the pipeline is a complete picture on the screen. 

Figure 4: 3D API & 3D Driver 

The major part of the work will be done on the hardware. 
In earlier days graphics cards provided only rasterizing 
(drawing several pixels on the screen). Today even 
transformation and illumination of 3D objects is calculated 
by the graphics cards. In order to get rid of programming 
directly on the 3D hardware the 3D interfaces OpenGL are 
used which execute the desired operations on the hardware. 
The exact interface between the 3D API and the hardware 
is the 3D driver which is updated by the graphics cards 
developers very often. Figure 4 clarifies that point. 

3.1.2 Scene Graph 
As aforementioned the main task of a 3D engine is to 
maintain and display 3D objects. 
An easy but at the same time very poor solution is to put 
the objects in an interlinked list to display all of them 
one by one on the screen. Due to the high amount of 
3D objects in a game it is not possible to get a quick 
screen layout of the whole scene. Even objects which 
will not be seen would be processed. But the graphics 
accelerator does not know which objects can be seen and 
which cannot. That is the reason why it is called low level. 
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A game with all its 3D objects is called a scene. To relate 
all these objects a so called scene graph is used. In jME 
and Homura this scene graph corresponds to a tree with a 
root and miscellaneous elements. Every element can have 
multiple child elements but only one father element. With 
,rootNode' jME already provides the root of the scene 
graph. 

Figure 5: Hierarchy of a House 

The hierarchy which is created by the tree offers many 
advantages [12]: 

• For example a house has several rooms. To 
achieve better performance it is essential that an 
included light only illuminates the volitional room. 
With the help of the scene graph it is possible to 
attach the light to that special room. In 
consequence of that all child objects of the room 
can also be illuminated. 

• A scene graph can easily describe local groups. 
Large object groups can be eliminated when they 
are not seen on the screen. If Room2 is displayed, 
as illustrated in figure 5, the renderer can exclude 
the tree of Rooml from every processing. This 
concept is called Frustum Culling. 

• Many objects, for instance living characters, are 
already structured like a tree. The movement of a 
hand of a character is dependent on the location 
of the forearm, which is dependent on the upper 
arm position, and so on, for example when the 
position of the upper arm changes, the lower arm 
and the hand do also change their position. 

• Scene graphs can easily be expressed in other 
tools or formats, for example XML. This offers 
facility to create or change the scene graph in 
external editor tools. Subsequently it can be 
loaded into the engine. 

InjME [12] three classes exist, which can be elements of a 
scene graph. These classes are Spatial, Geometry and 
Node. The Spatial class is the upper class, which cannot be 
instantiated. It is an abstract class. Location and rotation 
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are stored in here. That means that every object of the 
scene graph has its own position, relative to the parent 
element. 

Figure 6: UML-diagram of scene graph elements 

Setting RenderStates is also possible, in order to describe 
lights and textures. Geometry class and its subclasses 
consist of triangles, 3D objects consist of triangles. Every 
object visible on the screen is a geometry object. But these 
objects are just ending elements of the scene graph tree. 
All nodes are managed by the class Node. Any child nodes 
and child geometry nodes can be added to this class. The 
scene graph is the backbone of jME. Design and 
implementation of jME are very complex. Figure 6 
illustrates a Unified Modelling Language (UML) diagram 
with the scene graph elements. 

The scene-graph aspect of jME [12] allows a large level to 
be created, without needing to take it all into account at 
once. Only the regions that are being observed are of direct 
interest, while scenes that are further away have a reduced 
amount of observable detail in areas such as meshes and 
textures. This general concept is commonly known as 
spatial subdivision, with the graphical aspect being known 
as level-of-detail (LOD) management. The trade-off for 
this reduction in processing is more memory usage, and 
more code required for these aspects of the engine. 

3.2 Homura IDE 
Homura IDE is a powerful IDE based on the Eclipse 
Platform, and uses Eclipse plugins and technology. One 
particularly important plugin the IDE uses is the JDT (Java 
development Tools) Eclipse plugin, which provides the 
user with a rich Java editing environment for creating their 
game logic in. Figures 7, 8, 9 show the interface and some 
game examples developed with the IDE and Homura 
extended jME. 
Various parts of Homura are declaratively specified in 
XML files in the root of a Homura project, and this 
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provides a link between the classes and concepts in a 
Homura project. These XML files comes in useful when 
considering exporting to a website, as the website can 
parse these files in a standard way, and act upon the data 
contained within them. The IDE can also act upon, and 
manipulate these files to change various parts of a Homura 
project. This is similar to how Eclipse works with the 
plugin.xml that sits in the root of each RCP project, 
allowing concepts to be linked to classes, and functionality 
exposed to other plugins. 

The IDE itself hooks into the running Homura engine 
while a Homura application or game is running to provide 
various introspection and debugging facilities. For 
example, the user is able to see details about the concepts 
which are in operation within the application, as well as 
the current frame-rate through a statistics view in. One 
feature that is particularly important for the user to inspect 
is the scene graph, as this allows them to find out why 
their graph is not correct and help them find the area of 
code which is manipulating it incorrectly. They are also 
able to view the various properties of the scene elements 
they can select, for example, the world and local 
translation of a node. 
In order to provide the necessary hooks into the running 
engine, some parts of jME have been modified, as 
modifying Homura alone may not be enough, or too 
inefficient at certain levels. For instance, it may be 
difficult to tell when a scene graph has changed if it is 
being modified programmatically through the user's own 
code. Other parts of the engine must be probed at intervals 
to check their status. 
Parts of Homura IDE use Homura and jME, not just the 
games and applications that the user creates. However, if 
Homura is providing a game interface where parts of the 
API are accessed in a game-like context, the method of 
integrating parts of this engine into the IDE will be less 
than ideal. At the moment, jME [12] has a game-specific 
context. The idea is to unravel this into a hierarchy of non-
game specific classes and interfaces, with the game-
specific Homura classes and interfaces at the top of this, 
with the notion of being able to run an 'application' and a 
'game'. Then, only the game-specific classes will have 
access to game-specific concepts. Therefore, it will be 
necessary to keep the game-specific details separate from 
the application-specific ones. 

4. Supporting Technologies 

4.1 Integrated use of Java and IDE 
We are not using any other language than Java [17]. It is 
being used throughout the project as a virtual machine, 
upon which the engine, the tools and the IDE run. Using 
the same implementation language and runtime for all the 
game development systems (i.e. Engine, IDE and games) 
we improve the amount of compatibility and 
interoperability between the various sub-components we 
are developing. For instance, by having the engine and 
IDE both developed in Java, we allow the engine to run 
inside the IDE and allow the user to introspect upon 
various parts of the engine, and debug the games during 
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execution. This is much easier than having the engine and 
IDE in completely different languages such as Java and 
C++, and then using something like Java Native Interface 
(JNI) to link the two together. This is also for 
multi platform executions. 

4.2 The Eclipse Platform 
The Eclipse Platform is being used as the basis for our 
integrated development environment (IDE), which has 
proven itself to be a very mature platform for tools 
development in many different areas of computing. Using 
this platform, we can integrate various existing Eclipse 
plugins into our product, and then use them in different 
ways, modifying their functionalities using their extension 
points. For instance, we are using the Java editor plugin 
from Eclipse IDE to provide the user with a rich Java 
development environment, which is highly suitable for 
advanced games programming, providing that we have a 
rich Java API for game development. 

The development platform target is web-based 3D games. 
The games will be eventually run as application, applets 
and webstar applications for a variety of platforms such as 
windows, linux, and linux on PS3 (i.e. a limited option, to 
run a Java application on a PS3 console, is to run it on a 
PS3 with Linux installed, such as YDL or Fedora Core 5). 

5. The IDE and General Tooling 

5.1 Project Setup 
The project setup wizard in Homura IDE allows the user to 
set up a Homura project quickly and easily, by including 
all the necessary Java libraries and setting up the files 
system hierarchy. We have also included the jME 
documentation when setting up the libraries, as well as 
taken care of the native library setup, which are different 
on platforms other than Windows. 

During setup, the initial XML files are created, describing 
the static aspects of the game, and linking elements of the 
engine into the IDE. These XML files will become more 
important in the future when we want to link Homura to a 
wider intern et community, allowing users to export their 
game creations to a website using the various export 
wizards in Homura IDE, and facilitating user generated 
content. The server-side software will be able to extract 
these XML files from the exported Java archive, and then 
obtain the various details of the game which can be 
described on the game page. We have carried out many 
interesting experiences with these features and presented 
them in [27][28][29][30]. 

5.2 The Java Editor 
The Java editor is an important element of the IDE, 
allowing the user to actually develop the core game logic 
in Java. This is important for the engine to be highly 
dynamic, and not restrict the user in what they can do. We 
look into bolting on features that aim to accelerate Java 
game development, such as the creation of standard 
templates for pieces of boilerplate code that are used all 
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the time when making LWJGL games. For instance, we 
have a template which allows the user to easily wrap a 
certain number in a specific period after incrementing or 
decrementing, and another template for row and column 
manipulation. We also provide Homura-specific templates 
such as loading in spatials and sounds. Using the cheat 
sheets feature, it is also possible to create step-by-step 
examples for creating games using Homura, and we also 
provide documentation using the standard Eclipse help 
facility. 

Figure 7: Homura IDE Interface 

5.3 The Spatial Editor 
The spatial editor, shown in Figure 7, allows the user to 
have discrete control over how the node hierarchies of 
individual objects in the world are constructed, allowing 
the user to manipulate the objects, materials, textures, and 
lighting of each individual spatial hierarchy. To get a 
spatial editor into Homura IDE, we use functionalities 
extended from MonkeyWorld3D instead of creating one 
completely from scratch. The idea is to integrate this editor 
completely into Homura IDE, extending it along the way 
and removing any outstanding issues. This way, we can 
have a synergy between the spatial editor development and 
the other components of Homura IDE, such as the Java 
editor and assets browser. Using the spatial editor you are 
able .to drag-and-drop game elements between different 
editors and views in the IDE to speed up game 
development. 

5.4 The Positional Editor 
The positional editor is based on the spatial editor, and 
allows the user to place objects in the world using an 
object transformation storage system. The underlying 
implementation of this is a hash map system where the 
user puts an object ID in, and gets positional and 
transformational information out about the object in 
question. In the future, the spatial editor and positional 
editor might be fused together into a single editor, but 
having them separate speeds up development time in the 
long run, and allows us to provide more features for each 
editor. It also allows the user to have some control over 
how they use the positional information, rather than some 
automated system which uses it for them. 
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6. Java Game Design and Development 
We have created some example of games to explore the 
potential that 3D Java games created with an extended 
jME, LWJGL, and Homura IDE, would exhibit. These 
games utilise advanced features such as height map based 
terrain pages with procedural multi-texturing and 
detail/bump mapping. Other features include shadow 
render passes, dynamic sky domes, camera animation, 
collision detection and 3d model loading in several 
different formats (including .3ds and Collada). We also 
demonstrate multiple light sources, and scene graph based 
nodal representation with frustum and back-face culling. 
For our collisions, we use an oriented bounding box/sphere 
collision detection system, with the ability to upgrade to a 
ray traced triangle pick method for more precise 
intersections. Common graphics features developed and 
used in Homura are comparable to those found Java 3D 
and in the commercial Java engine Agency 9's [1] 
AgentFX, and are as follows: 

• Octree spatial sub-partitioning for sub-scene 
management 

• Key frame Animation and Skeleton based 
Animation system 

• Dynamic Lighting 
• Vertex shaders and Pixel shaders 
• Mip-mapping, Bump map support along with 

basic and multi-texturing 
• Polygon-based Collision detection 
• Support for major 3D modelling tools such as 

Maya, 3D Studio Max using Sony's COLLADA 
Format for Modelling. 

Figure 8: Cart Game Screenshot 

6.1 Mine Cart Game 
The mine cart game is a design mock-up for a larger game 
called "The Islands of Dr Bubbles", which features 
multiple islands, each containing a mini-game based 
around one of the main characters and their abilities. The 
mine cart game uses full 3D graphics, but the camera is 
fixed at a side-on view and the main character is hand 
drawn and pasted onto a billboard quad to give a cartoon 
2.5D effect. The idea of the game is for the character to 
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travel along an incomplete mine cart track where he must 
jump across gaps, and also switch between parallel tracks 
to avoid danger. He will also exit the mine cart at certain 
points in the game, where the game will become a regular 
platformer. Figure 8 shows a screenshot of the game. 

6.2 Biplane Game 
In the biplane game [5], users get to fly a biplane over a 
landscape whilst shooting at moving targets. There are also 
rings in the area which the player must fly through, similar 
to Pilotwings on the SNES and N64. Figure 9 shows a 
screenshot of the game. 

Figure 9: Biplane Game Screenshot 

The terrain [13] was created using a tiled height map to 
create the various peaks and troughs. This mesh was then 
coloured using a procedural texture map that smoothly 
blends together three images, each fixed to either low, 
medium or high ground. A black and white bump map 
image was also used to add extra detail such as soil/rock 
grain and cracks over the whole terrain mesh. The world is 
surrounded by a sky dome, created using dynamic 
skylights based on [21], other features such as particles, 
water effect and reflection are also implemented. 

6.3 Artwork and Graphics 
The games feature some 3D models that were created 
using Autodesk's 3D Studio Max 7 and textured with 
images created in Adobe Photoshop CS. Cuneyt Ozdas' 
Textporter plug-in for 3D Studio Max was used to export 
the flattened and unwrapped meshes as a bitmap image to 
use as a guide in Photoshop while overlaying the 
appropriate texture detail. 
The 2D artwork style used in Homura games is original, 
and will be designed for character animations and static 
scenery. These pieces of artwork will then be integrated 
into our 3D game examples using billboarding technology, 
where the normal of a 3D quad with a spritesheet-mapped 
texture is opposite that of the camera 'look at' vector. In 
any 2D game examples, the process would be simplified 
due to the single Z plane and use of orthographic 
projection, and we could use the same sprite animation 
technology. Figure 10 shows a screenshot of the artwork 
style. 
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The engine however also supports 3D models, and some of 
the games will be designed as 3D models-based games. 

Figure 10: 2D Artwork Style used in Homura Games 

7. Conclusion and Future Work 
In this paper we have proposed an evaluation of java as a 
game development programming language. We have also 
presented an overview of Homura Engine and IDE. The 
IDE eriables the development of web-based 3D games for 
a variety of platforms, and the engine, based on an 
extended jME, include all the libraries required to render 
and execute 3D games. The salient points of Homura, is to 
provide an integrated solution for java based 3D web-
based games, offering, java editors, compiler, and virtual 
machines, as well as an extended eclipse based IDE 
interface. The IDE features a game spatial editor, 
positional editor, and a series of wizards facilitating the 
development of the game logic, and the management of the 
game assets. Two games are being developed and will be 
integrated in the Homura IDE, and run with the engine to 
experiments with the several components of the IDE, 
including the on-fly debugging. 
There are still some work to do in the IDE and the engine, 
including, extending the libraries to provide more support 
for game development [14] functionalities, for physics, AI, 
(e.g. pathfinding), and networking support. Other works 
involving the connection of different virtual world 
[27][28], the migration of game objects from one virtual 
world to another [28][29], and controlling real-world 
devices via a virtual world [30] are being experimented 
with and will be implemented as functionalities in Homura. 
These will constitute the future work. 
However the analysis carried so far, the development of 
the game engine, IDE, and games prototypes have clearly 
shown that Java can be a very apt platform for game 
development. 
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Abstract - The increasing popularity of Massively 
Multiplayer Online Games (MMOG) - games involving 
thousands of players participating simultaneously in a 
single virtual world - has highlighted the scalability 
bottlenecks present in centralised Client/Server (C/S) 
architectures. Researchers are proposing Peer-to-Peer 
(P2P) game technologies as a scalable alternative to C/S; 
however, P2P is more vulnerable to cheating as it 
decentralises the game state and logic to un-trusted peer 
machines, rather than using trusted centralised servers. 
Cheating is a major concern for online games, as a minority 
of cheaters can potentially ruin the game for all players. In 
this paper we present a review and classification of known 
cheats, and provide real-world examples where possible. 
Further, we discuss counter measures used by C/S game 
technologies to prevent cheating. Finally, we discuss 
several P2P architectures designed to prevent cheating, 
highlighting their strengths and weaknesses. 

Keywords 
Cheating,. client/server, networked computer games, 
peer-to-peer. 

1. Introduction 
Massively Multiplayer Online Games (MMOG) differ from 
traditional network games as they present a single universe 
in which thousands or tens of thousands of players 
participate simultaneously [17]. Further, the state of the 
game world and player's avatars progresses gradually, 
lasting months or years. In the last five years the popularity 
of MMOG has increased dramatically; enabled by the 
explosive growth of the Internet and the availability of 
broadband connections for home users. 
Most networked computer games use a Client/Server (C/S) 
architecture where all players connect into a central trusted 
server that simulates and validates the game. To support the 
massive number of concurrent players, the vast majority of 
commercial MMOG available today use multiple eo-located 
servers to distribute the processing requirements of 
simulating the world. C/S architectures are ubiquitous for 
MMOG as they have the following benefits. Firstly, this 
game technology has proven successful, an important factor 
when approaching venture capitalists for funding. Secondly, 

1 An earlier version of this paper was presented at DIMEA'07 [36] 
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this technology is secure against most forms of cheating. 
Thirdly, centralised architectures give the publisher strong 
control over the game. Finally, developing centralized 
architectures is easier than distributed architectures as the 
communications model is simple. Unfortunately C/S 
architectures have poor scalability, as the server(s) are often 
a processing and/or bandwidth bottleneck [1,17,24,34]. 
We define the scalability of an architecture as its ability to 
support a large number of concurrent players, and tolerate a 
rapid increase in the number of players without dramatically 
increasing the usage of centralised resources. To prevent the 
servers becoming a bottleneck, publishers must provision 
large amounts of hardware and bandwidth [1,17,24,34]. 
Furthermore, as more resources cannot be deployed rapidly, 
publishers often over-provision resources, to allow for a 
rapid grow in the number of players [6]. The cost of 
provisioning sufficient resources often prevents small 
companies from developing MMOG, and even some large 
developers struggle to provision sufficient resources [18,32]. 
The most common approach to solve scalability issues is 
sharding [4]. A shard is a complete and independent copy of 
the game world. The maximum number of concurrent 
players in a shard is bounded. By adding more shards the 
developer can accommodate more players; however, players 
in different shards cannot interact, thus sharding works 
against the concept of MMOG. Furthermore, it is frustrating 
and annoying for players when shards reach their limits and 
they must play on different shards with different people, 
destroying the social aspect of MMOG. 
World of Warcraft (WoW) is arguably the most popular 
MMOG to-date, with over 8.5 million players worldwide. 
The WoW universe is sharded into many mutually exclusive 
worlds. Each shard is limited to several thousand concurrent 
players. Despite the massive success of WoW and the huge 
revenue it is generating, WoW has been plagued with 
scalability issues [32]. Shards rapidly reach their player 
limits, resulting in long queues of players waiting to join the 
shard. Several quests that result in a large number of players 
generating a large number of events have been known to 
crash the server. 
In recent years Peer-to-Peer (P2P) overlay networks have 
become an active research topic [30], in which peers 
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exchange information directly, without routing it through a 
central server. The primary advantage of P2P technology 
over C/S is its scalability [1,8,14,15,17,24,34]. For every 
node that joins the system and makes requests, the node also 
provides resources to the system to handle the requests of 
other nodes; hence, P2P architectures are resource growing. 
There are real-world P2P systems that can scale up to 
millions of concurrent users [30]. While P2P architectures 
can potentially solve the bandwidth and processing power 
bottlenecks of centralized architectures, games implemented 
using P2P technology are more vulnerable to cheating. 
Cheating is a major concern in network games as it degrades 
the experience of the majority of players who are honest 
[23]. This is catastrophic for games using subscription 
models to generate revenue [13]. To be a viable alternative 
P2P based game technologies must prevent cheating. We 
define cheating as a user action that gives an advantage 
over his/her opponents that is considered unfair by the 
game developer. Note, cheat prevention is a subset of 
security issues for online games. 
In this paper we present a review and classification of 
known cheats, and provide real-world examples where 
possible. Further, we discuss counter measures used by C/S 
architectures to prevent cheating. ·Finally, we discuss several 
P2P architectures designed to prevent cheating, highlighting 
their strengths and weaknesses. 

The layout of this paper is as follows. Section 2 provides a 
background into the strengths and weaknesses of C/S and 
P2P architectures. Section 3 discusses related reviews and 
classifications of cheating. Section 4 describes each form · of 
cheating, gives real-world examples, and discusses possible 
countermeasures for C/S and P2P architectures. Section 5 
reviews P2P architectures specifically designed to prevent 
cheating, and discusses their strengths and weaknesses. 
Finally, Section 6 concludes the paper. Note, "he" should be 
read as "he or she" throughout this paper. 

2. Client/Server and Peer-to-peer 
As shown in Figure l(a), all players/clients in Client/Server 
(C/S) architectures connect to centralized servers. The 
servers are centralized trusted authorities whose tasks 
include: Tl - receiving player updates, T2 - simulating game 
play, T3 - validating and resolving conflicts in the 
simulation, T4 - disseminating updates to clients, T5 -
storing the current game state, T6 - storing the offline 
player's avatar state, and T7 - authenticating players, 
downloading their avatar state, and billing. Task T3 is 
particularly important when preventing cheating as the 
server ·is trusted to fairly simulate game play and detect 
cheating. T7 is an important task for publishers, as billing is 
a vital part of most MMOG revenue models. Finally, the 
networking code for C/S application is very simple making 
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the game easy to develop, and avoids issues related to 
fire walls. 
While C/S is simple, secure, and reliable, it has limited 
scalability to support a large number of players as the 
servers often become a bandwidth and processing bottleneck 
[ 1,17, 18,24,34], requiring developers to provision large 
amounts of hardware and bandwidth. Both inbound and 
outbound bandwidth may cause a bottleneck as the publisher 
must provision sufficient bandwidth for T1 and T4 at one 
location, which is an expensive re-occurring cost [23]; 
however, outgoing bandwidth is usually more critical as a 
single update from a client is often forwarded on to multiple 
other players. The server's processing power is another 
potential bottleneck, as it must handle T2 and T3, as well as 
calculating player's Aol in T4. C/S architectures also give 
an unfair advantage to players geographically close to the 
server, as they will have lower game delay (response time) 
than those situated further away [4]. Furthermore, 
redirecting updates through the server (T1 to T4) increases 
delay while consuming bandwidth and processing power. 
Finally, poor design may result in a server being a single 
point of failure for the system. 
The Mirrored Server (MS) architecture is an extension to 
C/S that increases scalability by using multiple mirrors at 
different locations connected via a well provisioned network 
- low delay, high bandwidth, multicast enabled; By 
distributing the mirrors across multiple locations the 
bandwidth does not need to be provisioned at a single 
location, reducing cost and increasing scalability; however, 
the synchronization algorithm used increases the processing 
bottleneck present in C/S. 

Server Client/Peer 

(a) Client/Server (C/S) (b) Peer-to-Peer (P2P) 
Figure 1. C/S and P2P architectures. 

Figure 1 (b) depicts a typical P2P architecture in which there 
·are no servers, and all updates are passed directly between 
players. Peers typically connect to other peers who posses 
relevant information, forming a structured set of links on top 
of the network (a network overlay). P2P architectures may 
utilize servers; however, they are characterized by peers 
(player machines) exchanging updates, rather than routing 
them through a server. P2P has the following benefits over 
C/S: (i) P2P architectures are resource growing (the 
bandwidth and processing capacity increases with the 
number of players) making them very scalable; (ii) delay is 
minimised as updates take a direct route between players; 

Australian Journal of Intelligent Information Processing Systems 



and (iii), there is no single point of failure. The scalability of 
P2P can potentially alleviate the high start-up cost of 
provisioning large amounts of bandwidth and processing 
power [23]; therefore, allowing small developers to create 
MMOG. However, maintaining security in P2P architectures 
is difficult as the simulation and game state is distributed to 
un-trusted peer machines; consistency algorithms are 
required to prevent errors in player's game state; and 
redundancy must be built in as individual player machines 
have a high probability of failure. Further, subscription 
based P2P network games will require a gateway server for 
player authentication and billing. Several hybrid C/S and 
P2P architectures that combine the security advantage in C/S 
and scalability in P2P have also been proposed [26,34]. 

3. Cheat Classification 
The first review of cheating and cheat detection/prevention 
was done by Matt Pritchard [27], one of the developers of 
Age of Empires, and presents his experiences both as a 
developer and player of computer games. This industry 
focused article discusses specific real-world cheats, and 
covers practical methods to discourage them. Pritchard 
acknowledges that many of the solutions presented do not 
prevent cheating, but make it far more difficult for players to 
cheat. He argues that if the difficulty of cheating is greater 
than the difficulty involved in playing the game players will 
not cheat. 
Following this industry focused article, Yan [37] provides a 
theoretical review of cheats, particularly focused on online 
Bridge. Of particular interest is his discussion of preventing 
collusion between players. While there are several possible 
counter-measures, for all practical purposes it is impossible 
to completely eradicate collusion in online games. 
Kabus et al. [15] discuss three different techniques that may 
be used in P2P architectures to prevent/detect cheating: 
mutual checking, log auditing, and trusted computing. The 
principle of mutual checking is that you may not trust a 
single client, but you trust the consensus of multiple 
unaffiliated clients; therefore, multiple randomly selected-
and hence trusted - clients are used to validate player 
actions before the game state is modified, preventing 
cheating. The second approach, log auditing, does not 
prevent cheating, but allows the game to detect cheating 
when it has occurred - albeit much later in some games. 
When cheating is detected the game performs a rollback to 
undo the effects of the cheat. Log auditing is not appropriate 
for all forms of games, particularly MMOG that do not have 
an end state (game completion). The final solution, trusted 
computing, involves using special hardware that prevents 
cheaters from modifying the game or running cheating 
programs. This solution is currently inappropriate for PC 
users; however, it is being actively used in console games. 
Unfortunately, several trusted computing solutions have 
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been shown to contain weaknesses allowing players to run 
un-trusted programs, allowing them to cheat. 
Yan and Randell [38] provide an extensive list of cheating 
techniques, and formed a taxonomy with regard to the 
underlying vulnerability (what is exploited?), consequence 
(what type of failure can be achieved?) and the cheating 
principle (who is cheating?). The authors find that 
traditional methods ofsecurity in software - confidentiality, 
integrity, availability, and authenticity - are necessary but 
insufficient to defend against cheating. Although large and 
detailed in its taxonomy, their characterization of cheating 
lacks structure, and it is argued that new forms of cheating 
cannot be easily integrated [24]. Note, we do not include 
several categories of cheating proposed by Y an and Randell 
(cheating by denying service to peer players, cheating by 
compromising passwords, cheating by exploiting lack of 
authentication, cheating by compromising game server, 
cheating related to internal misuse, and cheating by social 
engineering [38]) in our classification as they are relevant to 
all secure network applications and not directly related to 
game mechanics; hence, we believe they are general security 
issues, not cheating issues. 
Neumann et al. [24] distinguish three categories of cheating 
based on the threatened game property: confidentiality, 
integrity, and availability. Confidentiality requires that a 
cheater cannot access state information they are not entitled 
to (secret information), else they will have an unfair 
advantage when selecting what actions to take. Integrity 
ensures that a cheater cannot modify the game state unfairly; 
hence, the integrity of the game state is maintained. 
Availability requires that the entire game is available to all 
players at all times, and that cheaters cannot prevent the 
game from progressing fairly. Unfortunately, this paper only 
provides a brief coverage of cheating; hence, the authors 
only briefly discuss possible cheats and their methods of 
attack. 
GauthierDickey et. al. [14] proposed a cheat classification 
scheme comprising four categories: game, application, 
protocol, and network. Game cheats do not require any 
external programs or modification and occur entirely within 
the game; application cheats require using or modifying 
applications; protocol cheats interfere with the game's 
communication protocol; and network cheats involve 
modifying the network infrastructure over which the game 
traffic is sent. The authors only consider nine forms of 
cheating: denial of service, fixed delay, timestamp, 
suppressed update, inconsistency, collusion, secret revealing 
(information exposure), hots/reflex enhancers, breaking 
game rules, and their classification scheme is slightly too 
narrow to classify new forms of cheating. 
W ebb, et al. [34] modified the classifications scheme in [ 14] 
to be: game, application, protocol, and infrastructure. 
Infrastructure cheats involve modifying or manipulating 
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pieces of infrastructure that the game relies on, such as 
drivers, libraries, hardware, the network, etc. Further, we 
classified 15 cheats using this scheme. In [34], we also 
proposed a hybrid C/S and P2P architecture that provides 
security equal to that in C/S. See Section 5.5 for details. 
In this paper we extend the known cheats in [34] by 
including Real Money Transactions (RMT) and power 
levelling (shown in Table 1). Furthermore, we include 
references to real-world examples of where these cheats 
have been used. 

Cheat 

. 

Bug 
Levelling 

Information Exposure, 
Invalid Commands 

enhancers 

Suppressed update, Timestamp 
Fixed delay, Inconsistency 

Collusion 
Spoofing, Replay 

NIA 
Blind NIA NIA NIA 

. 

Information Exposure 
Proxy/Reflex Enhancers 

- solvable - not yet solved 
-not solvable N/A- not applicable 

Table I. Game cheats and their possible solutions 

4. Cheats, Examples, and 
Countermeasures 

.. 

NIA 
NIA 

Table I classifies cheats into four levels: game, application, 
protocol, and infrastructure; some cheats fall into multiple 
levels (e.g., Information Exposure). Note, PunkBuster (BP) 
[28] and Valve Anti-Cheat (V AC2) [33] can be combined 
with any of the technologies. 

4.1 Game cheats 
Game level cheats occur completely within the game 
program without any modification or external influence. In 
the following we describe two game level cheats: bugs and 

- real money transactions/power levelling. 

4.1.1 Bugs 
Bug cheats exploit design or implementation errors to gain 
an unfair advantage. Bugs do not require an in-depth 
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knowledge/understanding of how/why they work, and do not 
require any additional programs or modifications to use. For 
example, the player ranking system in W arcraft II contained 
a designed error that gave rise to the win trading cheat; in 
which colluding players will repeatedly start matches against 
each other and then alternately surrender to give each of 
them the opponent victory points; thus, cheaters can climb to 
the top positions of the ranking ladder without playing any 
valid matches [37]. In Warcraft m win trading is prevented 
by randomizing the participants when creating matches; 
however, this only works if the pool of players is large. 
Another solution involves including losses as well as 
victories into the ranking function. An example of an 
implementation bug occurred in Halflife, where a specific 
combination of actions allowed cheaters to re-load weapons 
faster than honest players [27]; a significant advantage in 
First Person Shooters (FPS). This cheat was fixed by a 
software patch from the developer, which is the accepted 
method of preventing bug cheats. For MMOG a database 
rollback to an earlier state may be required if the cheat 
seriously influenced the game world. As bugs are present in 
both C/S and P2P architectures neither is resistant to this 
form of cheating. The accepted solution amongst the gaming 
industry and players for both C/S and P2P architectures is to 
release game patches to prevent the cheat; however, [13] 
argue that runtime verification may be used to prevent bug 
cheats . 

4.1.2 Real Money Transactions I Power Levelling 
A Real Money Transaction (RMT) is when a player 
purchases a game item or virtual currency using a real-world 
currency [19]. Many Asian MMOG use RMT as their 
revenue model (free to play, but it costs money to purchase 
items); however, most (but not all) western MMOG 
explicitly forbid RMT in their End User License Agreement 
(EULA), and the practice is considered cheating. Gold 
farming is a related phenomenon where low paid workers -
usually in China - work full time playing MMOG to earn 
valuable items which are sold to players [19]. RMT occur 
outside of the game, often on auction sites such as e-bay, or 
on dedicated message boards [31]. Most MMOG suffer 
from RMT; however, WoW is one of the most highly 
targeted games by gold farmers due to its massive player 
base. WoW's publisher Blizzard regularly bans tens of 
thousands of players for gold farming in WoW [5]. While 
the method used by Blizzard to detect gold farmers is 
unknown, we suspect they use statistical analysis of log files 
generated by the servers. As most P2P architectures 
distribute the game state and logic to peers, retrieving the 
required information to perform statistical analysis is far 
more difficult or impossible in P2P than in C/S. 
A similar cheat is power levelling [19], where a cheater pays 
another person to play their character for them. This cheat is 
common in Massively Multiplayer Role Playing Games 
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(MMORPG) where the objective is to gain experience and 
items. This form of cheating is an alternative business model 
for gold farmers; who offer this as a service. 

4.2 Application level cheats 
Application level cheats require either modifying the game 
executable or data files, or running programs that read 
from/write to the game's memory while it is running. 
Developing application level cheats requires knowledge 
about reverse engineering; however, using them is trivial. In 
the following, we describe three application level cheats: 
information exposure, hots/reflex enhancers, and invalid 
commands. 

4.2.1 Information Exposure 
Also called secret revealing, the information exposure cheat 
results in the cheaters gaining access to information that they 
are not entitled to, such as their opponent's health, weapons, 
resources, troops, etc. [27]. This cheat is possible as 
developers often incorrectly assume that the client software 
can be trusted not to reveal secrets. Secret information is 
revealed by either modifying the client or running another 
program that extracts it from memory. One of the most 
prolific examples is the map hack in Real Time Strategy 
(RTS) games such as Warcraft Ill [2]. Information exposure 
also occurs at the infrastructure level using different 
methods of attack. 
The most effective solution to prevent this cheat in C/S 
architectures is using On Demand Loading (ODL) [20]. 
Using this technique a trusted third party (the server) stores 
all secret information and only transmits it to the client when 
they are entitled to it. Therefore, the client does not have any 
secret information that may be exposed. P2P architectures 
can only use ODL if there is a trusted third party - such as a 
server - to store the secret information. The Referee Anti-
Cheat Scheme (RACS) [34] uses the referee to store secret 
information. 

4.2.2 Bats/reflex enhancers 
This form of cheat requires modifying the game client or 
running an external program to generate user input. Bots 
such as WoW Glider [21] use computer AI to completely 
control the player's avatar to automate repetitive tasks, 
progressing the player's avatar through the game. Reflex 
enhancers merely augment user input in reflex games to 
achieve better results. FPS such as Halflife often suffer from 
reflex enhancers that automatically aim at opponents [10]. 
Both C/S and P2P architectures are vulnerable to this form 
of cheating. 
To prevent hots/reflex enhancers many new games require 
running a cheat detection application such as PunkBuster 
(PB) [28] or Valve Anti-Cheat 2 (VAC2) [33] that scans the 
player's host memory searching for cheating applications. 
These programs match checksums of running applications 
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against a database of known cheats to detect cheating. PB 
and V AC2 can be used in both C/S and P2P architectures. 
Another alternative is to use statistical analysis to detect 
cheating [39]; however, by introducing randomness into a 
bots aim a cheater may go undetected [27]. 

4.2.3 Invalid commands 
Usually implemented by modifying the game client, the 
invalid command cheat results in the cheater sending 
commands that are not possible with an unmodified game 
client. Examples include giving the cheater's avatar great 
strength or speed. This may also be implemented by 
modifying the game executable or data files. Many games 
suffer this form of cheating, including console games such 
as Gears of War [12]. The invalid command cheat is easy to 
prevent in C/S architectures or RACS as the server or 
referee simulates and validates all commands, and can be 
trusted to produce the correct result. However, preventing 
invalid commands in P2P is difficult as there is no trusted 
entity to verify the commands. The solution is to build some 
form of trust amongst the peers and then. use the trusted 
peers to validate the simulation. For example, the validation 
peer could be selected randomly, and without any vested 
interest (disinterested peer) in the outcome of the simulation. 
Using a group of disinterested peers achieves better security, 
because if only one peer is used a griefer may be able to 
disrupt the game. Cormen et. al. [8] assert that all players in 
a group must agree on the membership of a group for 
concepts like "majority" to make sense; further, the group 
selection algorithm must be fast as group membership is 
highly dynamic in multiplayer games. 
Monch et al. [22] propose using tamper resistant techniques 
to prevent modifications to the game client; hence, 
preventing invalid commands. Their approach uses mobile 
guards; small segments of code downloaded from the game 
server that validate the game client using checksums and 
encrypt game data. Mobile guards are short lived; thus, there 
is insufficient time for an attacker to reverse engineer a 
mobile guard before it is expired. Although this does not 
prevent cheating; it can make it significantly more difficult. 
Furthermore, if successful this approach prevents some 
forms of information exposure and proxy/reflex enhancers 
(see Section 4.4.2). The cost is significant additional 
processing on the clients, and developing tamper proof 
software is a non-trivial task for the developer. We are not 
aware of any games using this technique; therefore, it is 
difficult to evaluate. 

4.3 Protocol level cheats 
Protocol level cheats involve interfering with the packets 
sent and received by the game. Packets may be inserted, 
destroyed, duplicated, or modified by an attacker. Many of 
these cheats are dependent on the architecture used by the 
game (C/S or P2P). In the following, we describe all nine 
protocol level cheats. 
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4.3.1 Suppressed update 
As the Internet is subject to packet loss most networked 
games use dead-reckoning [1]. In the event of a lost/delayed 
update the server will extrapolate (dead-reckon) the player's 
movement from their current position, creating a smooth 
movement for all other players. Dead-reckoning usually 
allows clients to drop up ton consecutive packets (which are 
dead-reckoned) before they are disconnected. In the 
suppressed update cheat, a cheater purposely does not send 
up to n-l consecutive updates, while still accepting 
opponent updates. Before the update the cheater 
calculates the optimal move using the updates from their 
opponents and transmits it to the server. Thus, the cheater 
knows their opponents actions before committing to their 
own, allowing them to choose the optimal action. Although 
we are not aware of any real world occurrences of this cheat, 
it is potentially possible for most FPS, and any game- either 
C/S or P2P - that uses dead reckoning. 
Architectures with a trusted entity (e.g., server), such as C/S 
or . RACS, .prevent this cheat by making the server's dead-
reckoned state authoritative. Players are forced to .follow the 
dead-reckoned path in the event of lost/delayed updates. 
This gives a smooth and cheat free game for all other 
players; however, it will disadvantage players with slow or 
lossy Internet connections. As a slow or lossy Internet 
connection is already a major disadvantage [11] we believe 
this will not have a significant impact. 
Cronin et al. [11] propose the Sliding Pipeline (SP) protocol 
to prevent this cheat in P2P architectures. In SP players 
constantly monitor the delay to their opponents and compare 
it with the timestamps of updates. Late updates indicate that 
a player. is either suffering delay, or is cheating. The authors 
claim that this protocol will detect all cheaters, but 
acknowledge that players with poor connectivity may be 
falsely detected as cheaters (false positive). 

4.3.2 Fixed delay 
This form of cheat was discovered in Madden NFL Football 
by Nichols and Claypool [25], but was .not proposed as a 
method of cheating until [14]. Fixed delay cheating involves 
introducing a fixed amount of delay to all outgoing packets. 
This results in the local player receiving updates quickly, 
while delaying information to opponents. For fast paced 
games this additional delay can have a dramatic impact on 
the outcome. This cheat is usually used in P2P games when 
one peer is elevated to act as the server; thus, they can add 
delay to all other peers. To prevent this cheat P2P games 
should use distributed event ordering and consistency 
protocols to avoid elevating one peer above the rest (See 
Section 5). Note, the fixed delay cheat only delays updates, 
in contrast to dropping them in the suppressed update cheat. 
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4.3.3 Inconsistency 
Specific to P2P architectures, a cheater induces 
inconsistency amongst players by sending different game 
updates to different opponents. An honest player attacked by 
this cheat may have his game state corrupted, and hence be 
removed from the game, by a cheater sending a different 
update to him than was sent to all other players. This cheat 
may also be used by a cheater or group of cheaters to gain 
an unfair advantage, and later merged with the other player's 
game state to make it undetectable [14]. 
To prevent this cheat updates sent between players must be 
verified by either a trusted authority, or a group of peers. In 
RACS [34] the referee receives hashes of every update sent 
between peers which it uses to detect the inconsistency 
cheat. This is possible as the referee is a trusted entity. In 
P2P protocols without a trusted party the group must 
form a consensus about which updates are valid. The 
consensus is achieved by voting on the hashes of updates of 
all players; however, group selection is critical as several 
colluding cheats could potentially bias the group vote [8]. 

4.3.4 Timestamp 
This cheat is enabled as many games allow un-trusted clients 
to timestamp their updates for event ordering. This allows 
cheaters to timestamp their updates in the · past, after 
receiving updates from their opponents; hence, they can 
perform actions with additional information honest players 
do not have. C/S and RACS avoid this problem by using the 
arrival order of updates to the server for time stamping 
[14,34]. Alternatively the proposal [7] uses active RTT 
measurements between the server and peers to detect 
cheating in C/S architectures. See Section 5 for .known 
solutions in P2P protocols. 

4.3.5 Collusion 
Collusion involves two or more cheaters working together 
(rather than in competition) to gain an unfair advantage. 
Colluders often communicate via an external channel - over 
the phone, instant messaging, VoIP, etc. Collusion is 
extremely difficult or impossible to detect/prevent and has 
far reaching ramifications. There are many examples of 
collusion in networked computer games; however, one 
common example is of players participating in an all-
against..:all style match, where two cheaters will team up 
(collude) against the other players. This occurs in both C/S 
and P2P, and is effectively undetectable. Yan [37] proposes 
several approaches to detect and prevent collusion 
including: using a webcam to monitor opponents, artificial 
intelligence (AI), disabling chat features, rank tracking, log 
auditing, etc; however, these methods are game specific, and 
cannot prevent sufficiently motivated players from 
colluding. 
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4.3.6 Spoofing 
Spoofing is a traditional network security threat where a 
cheater sends a message masquerading as a different player 
[8]. For example, a cheater may send an update causing an 
honest player to drop all of their items. To prevent this cheat 
in both C/S and P2P, updates should be either digitally 
signed or encrypted. With either technique the receiver can 
validate the senders identity. We are not aware of any real-
world games where this has occurred, even though most 
games are vulnerable to spoofing. 

4.3.7 Replay 
If a cheater receives digitally signed/encrypted copies of an 
opponent's updates he may be able to disadvantage an 
opponent by resending them (replay) at a later time [8]. As 
the updates are correctly signed or encrypted they will be 
assumed valid by the receiver. To prevent this in C/S and 
P2P updates should include a nonce (unique number), such 
as a round number or sequence number. When an update is 
received the receiver should check to ensure the nonce is 
fresh (has not been used before). While many games are 
vulnerable to replay attacks, we are not aware of any 
examples where this cheat has been used. 

4.3.8 Blind opponent 
A cheater may purposely drop updates to opponents, 
blinding them about the cheaters actions, while still 
accepting updates from opponents [34]. This cheat is only 
possible in some P2P protocols [26]. A tit-for-tat scheme 
where players stop sending updates to cheaters- effectively 
blinding the cheater as well - is an insufficient solution for 
this cheat as there are instances where dropping updates 
would still give the cheater an advantage, such as if they 
need to make a retreat. We are not aware of any real world 
instances where this cheat has been used. P2P solutions are 
discussed in Section 5. 

4.3.9 Undo 
Some P2P protocols [1,8,14] use a commit/reveal scheme to 
prevent the suppressed update, fixed delay, timestamp, and 
blind opponent cheats; however, if the reveal step is not 
enforced (as in [8,14]) it is possible for a cheater to reveal 
their opponent's move and asses it, before deciding if they 
will reveal their move. If a cheater does not reveal their 
move they effectively undo the move. P2P protocols that 
require all updates to be revealed (e.g., Lockstep and AS) or 
do not use the commit/reveal process (e.g., RACS) are 
immune. This cheat was first discussed in [34]. 

4.4 Infrastructure level cheats 
Infrastructure cheats involve modifying or interfering with 
the software (e.g., display drivers) or hardware (e.g., the 
network infrastructure) that the game is using. In the 
following we describe two examples of infrastructure level 
cheats: information exposure and proxy/reflex enhancers. 
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4.4.1 Information Exposure 
Information exposure (infrastructure level) is applicable to 
both C/S and P2P and is enabled by modifying either the 
client's network or display drivers. If data is broadcast 
across the network, (e.g., when using a non-switching hub) 
a cheater can use a different host to sniff network traffic 
intended for his host, which it then displays to the cheater. 
ShowEQ [29] is one example that captures and interprets 
Everquest traffic. Alternatively, by modifying the display 
drivers to render the world differently, such as with 
transparent walls, a cheater gains access to secret 
information such as the locations of opponents. 
As sniffing network traffic is entirely passive and does not 
take place on the cheater's computer it is impossible to 
detect packet sniffing. However, PunkBuster [28] and 
VAC2 [33] can be used to detect modified drivers by 
scanning them for modifications; this solution can be used in 
both C/S and P2P architectures. As previously described, On 
Demand Loading (ODL) is the most effective 
countermeasure against information exposure in both 
application and infrastructure levels. 

4.4.2 Proxy/Reflex Enhancers 
Reflex enhancers are implemented at the infrastructure level 
by deploying a proxy between the client and the server to 
modify the client's packets. As commands pass through the 
proxy it will insert or modify commands to improve the 
cheaters actions. Quake was one of the first games to suffer 
from aiming proxies, where the proxy inserts a movement 
command immediately preceding all shoot commands to aim 
at the nearest opponent [27]. 
This cheat effects both C/S and P2P, and there is no 
complete solution. One proposal is to compare checksums of 
the client and server states; however, as many games use 
UDP this is often not possible. Alternatively encryption can 
be used; however, the client cannot be trusted to keep the 
key secret; therefore, the encryption will be broken. 

5. P2P Cheat Prevention Protocols 
Several P2P protocols have been proposed to prevent 
cheating. In this section we discuss the strengths and 
weaknesses of each. 

5.1 Age of Empires 
Age of Empires (AoE) was one of the first commercial 
games using a P2P architecture [27]. All peers are equal and 
each update is unicast to all other players. 
Peers perform mutual checking to prevent the use of a 
modified client. application (invalid command cheat). All 
invalid commands are dropped by the receiver; further, 
periodically peers exchange hashes of their game state. As 
the cheater's game state will differ from all other players, 
cheaters can be detected and removed. Note, it may be 
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possible for a malicious player to remove honest players 
from the game using this mechanism. 
To prevent information exposure, AoE encrypts all game 
data in memory and only decrypts it when performing 
operations, making it far more difficult to locate critical 
values using a debugger. This does not prevent information 
exposure; however, the increased difficulty is a deterrent 
against cheating [27]. 

5.2 Lockstep 
Lockstep [1] divides game time into rounds and requires that 
every player in the game submit their move for that round 
before· the next round is allowed to begin. To prevent 
cheating, all players commit to a move, and once all players 
have committed, each player reveals their move. A player 
commits to a move by transmitting either the hash of a move 
or an encrypted copy of a move, and it is revealed by 
sending either the move or encryption key respectively. 
Lockstep is provably secure against all protocol level cheats 
except the inconsistency cheat, as it does not use digital 
signatures to authenticate updates; hence, the cheat cannot 
be verified. Lockstep is also unacceptably slow for many 
fast paced games, with a worst-case delay of 3d; where d is 
the delay between the two slowest players 

5.3 Asynchronous Synchronization 
Asynchronous Synchronization (AS) [1] relaxes the 
constraints of Lockstep, only requiring players to work in 
Lockstep with the other players within their Aol. This 
greatly increases the speed the game can progress; however, 
AS is still slow, with the round length being at least twice 
the delay between the two slowest players within each 
other's AoI, and upper bounded by three times the delay. 
Furthermore, it is also possible for a griefer to increase the 
delay intentionally to reduce the game play experience of 
other players. As with Lockstep, AS prevents all protocol 
level cheats except the inconsistency cheat. 

5.4 Sliding Pipeline 
The Sliding Pipeline (SP) [11] protocol is another extension 
of Lockstep, allowing updates to be pipelined and dead-
reckoning to be used; thus, improving the smoothness of the 
game. SP works by constantly monitoring the delay between 
players to determine the maximum allowable delay for an 
update without allowing timestamp cheating. Unfortunately, 
SP cannot differentiate between players suffering delay and 
cheaters (false positives). Further, the worst case scenario 
remains at 3d, where d is the delay between the two slowest 
players. SP solves the timestarnp, suppressed update cheats, 
and blind opponent cheats. 

5.5 NEO/SEA 
The New Event Ordering (NEO) protocol [14] explicitly 
bounds the round length to 2d. Players must be able to send 
updates to more than half of the group within d time to have 
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the update accepted as valid. Any late updates are discarded. 
Players then transmit their key in the second half of the 
round. To increase responsiveness rounds may be pipelined. 
NEO is effective in preventing malicious players eroding the 
game-play experience beyond a pre-defined limit (2d), and 
also provides functionality to re-negotiate the round length, 
increasing the responsiveness of the game. The Secure 
Event Agreement protocol (SEA) [8] is an update to NEO 
with modified cryptographic techniques. The authors of 
SEA demonstrate that NEO is still vulnerable to several 
forms of cheating (replay attack, spoofing, and 
inconsistency), and improve the security and performance 
by changing the cryptography. Both NEO and SEA are 
bounded by 2d. As NEO and SEA do not· force players to 
reveal moves that have been committed, both protocols are 
vulnerable to the undo cheat. SEA is secure against all other 
protocol level cheats. 
The Secure Group Agreement (SGA) protocol [9] 
complements SEA by providing a selection mechanism to 
form verification groups. Peers in the verification group use 
SEA to agree on events in the game. SGA ·ensures, with any 
desired probability, that the percentage of corrupt members 
in the group is no greater than a selected limit [9]. Note that 
SGA does not consider a peer's resources or its location in 
the network when forming groups. 

5.6 Referee Anti-Cheat Scheme 
Webb, et al. [34] propose the Referee Anti-Cheat Scheme 
(RACS}, a C/S and P2P hybrid that increases the scalability 
of C/S without reducing its security. RACS uses a trusted 
central server (the referee) to receive, simulate, and validate 
all client updates to prevent cheating. To increase scalability 
RACS allows peers to exchange updates directly, reducing 
the referees outgoing bandwidth and processing 
requirements. Furthermore, as updates are not routed 
through the referee the delay between peers is minimized; 
thus, improving responsiveness. RACS uses two 
communication models: Peer-Referee-Peer (PRP) and Peer-
Peer (PP). In PRP mode all updates are routed through the 
referee - as in C/S. In PP mode updates are sent directly 
between peers and a copy to the referee. RACS penalizes 
cheaters and slow players by forcing them to use PRP mode, 
increasing their delay. Note that a delayed packet may be 
coming from a slow player (due to network delay) or from a 
cheater (fixed delay or suppressed update cheat), and is 
arguably difficult to differentiate [1]. Even though RACS 
cannot differentiate between a cheater and a slow player, 
this penalty in essence is equivalent to the cheating-evident 
systems of [8,11,14]. RACS directly prevents the following 
cheats: information exposure, invalid conunands, suppressed 
update, timestamp, fixed delay, inconsistency, replay, 
spoofing, and blind opponent. To be effective the game 
developer must also release updates to prevent bug cheats; 
combine RACS with PunkBuster or V AC2 to prevent 
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bats/reflex enhancers; and use the referee's log files to 
detect RMT and power levelling. However, preventing 
collusion and proxy/reflex enhancers is impossible in C/S, 
RACS, or P2P. While RACS increases the scalability of C/S 
by reducing the outgoing bandwidth and lowering the 
number of AoI calculations; the referee may still be a 
bottleneck as it must receive all player updates and simulate 
the entire world. Furthermore, the referee is a single point of 
failure for the system. 

5. 7 Cheat-Resistant P2P Gaming System 
The cheat resistant system proposed by Kabus et al [ 16] 
(column P2P RC in Table I) is similar to RACS as it 
prevents information exposure and invalid commands by 
using trusted third parties. While an individual peer cannot 
be trusted, multiple unaffiliated peers can be trusted to 
simulate the game correctly. In their system the virtual world 
is divided into regions, and every region is controlled by 
multiple Region Controllers (RCs). RCs use voting to 
establish the majority consensus of the game state, which is 
authoritative. To maximise responsiveness, votes are tallied 
by the peers. 
To prevent information exposure, secret information is only 
transmitted to the RCs. To prevent RCs colluding or 
exposing secret information they must be selected such that 
there is no affiliation between RCs, and such that RCs do 
not have an invested interest in the region they control. 
Secure RC selection is not covered in their work. 

6. Conclusion 
We have shown that cheating is prevalent, wide spread, and 
evolving in online games. Cheating is a major obstacle that 
must be prevented for an online game to be successful. We 
have extended the classification of cheating in [30] to 
include new forms of cheating, and to include real-world 
examples. Finally we have surveyed state of the art P2P 
game technologies that prevent cheating. 
While the referee concept in RACS has proved successful in 
reducing the server's outgoing bandwidth, it does not 
address the incoming bandwidth or processing bottlenecks. 
Reference [35] uses mirrored referees to address the 
incoming bandwidth issue. Distributing referees to peers 
(similar to [16]) will greatly increase RACS scalability. This 
approach will minimise the referee resource requirements 
while maintaining security equal to C/S. This will require 
addressing referee selection, load balancing, and 
synchronization. 
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Abstract 

In Distributed Virtual Environments (DVEs), where many 
human users simultaneously interact with each other in a 
shared, 3D virtual world, the interactivity of such systems 
is of crucial importance, since the success of a DVE 
depends greatly on users' perceptions. In general, 
enhancing interactivity for large-scale DVEs with 
thousands of geographically distributed users faces 
various challenges such as large Internet latencies, high 
resource demands and high potential of security threats. 
In this paper, we propose a dynamic zone-server 
assignment approach to enhance the interactivity of DVEs 
by dynamically re-arranging zone-server assignment. We 
give the conditions on when to carry out the re-
arrangement and the way how to carry out the re-
arrangement. Simulation studies have shown that our 
approach is very effective in enhancing the interactivity of 
large-scale DVEs. 

1 Introduction 

In recent years, advances in networking technologies, 
computer graphics and CPU power have popularized the 
deployments of Distributed Virtual Environments (DYEs). 
Large-scale DYEs refer to a class of applications that 
enable thousands of geographically distributed users to 
simultaneously interact with each other in a shared, 
computer-generated 3D virtual world, where each client is 
represented by an avatar [8]. A client controls the behavior 
of his/her avatar by various inputs, and updates of an 
avatar's state need to be sent to other clients in the same 
zone of the virtual world to support the interactions among 
clients. Prominent applications of DYEs include online 
games, military simulations, collaborative designs, virtual 
shopping mall, etc. A study by the market research 
company IDC [6] on the online gaming market of 
Asia/Pacific (excluding Japan) revealed that the 
subscription revenue is about US$1.09 billion in 2004, an 
increase at about 30% compared to 2003. According to 
this study, this market will be more than doubled in 2009. 

Enhancing the interactivity of DYEs is of crucial 
importance, since the users may not feel that they are 
interacting with other elements in the virtual world if the 
responses from the DVE are much slower than what the 
users experience in real-life. However, in general, seeking 
a good balance between interactivity and other 
requirements of DYEs such as consistency is a challenging 
task. This problem is exacerbated in large-scale DYEs 
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mainly due to the large, non-deterministic message 
transmission delay over the Internet and the huge resource 
demands to maintain the virtual world. In this paper, we 
have proposed a dynamic zone-server assignment 
approach to enhance the interactivity of large-scale DYEs. 
Our methodology is different from traditional application-
centric approaches, e.g., dead reckoning, which aims to 
"hide" the effect of network latencies by predicting the 
state of remote users .at application level. Since the 
acttvtttes of human users in DYEs are highly 
unpredictable, such approach may result in visual 
perception errors, or in more serious cases, inconsistent 
DVE states [11]. 

Our dynamic zone-server assignment approach is based on 
a geographically distributed server architecture (GDSA) 
[1][7], in which multiple geographically distributed 
servers are connected to each other. Each client is 
connected to one of these servers. This server-based 
architecture essentially provides good ways to implement 
consistency control, resource management and security 
mechanisms. In addition, in order to deal with large-scale 
DYEs with hundreds, or even thousands of users 
interacting simultaneously, usually the virtual world is 
spatially partitioned into many distinct zones, with each 
zone managed by only one server, as in [3]. A client only 
interacts with other clients in the same zone, and may 
move to other zones. As a server only needs to handle a 
few zones instead of the entire virtual world, the system is 
more scalable. In this paper, we refer to such a partitioning 
approach as the zone-based approach. 

In a static zone-server assignment, the servers control 
distinct zones with all clients in a zone connected to the 
same server that controls the zone. The problem with this 
static assignment approach is that the client-server 
communication delay may become large as the avatars 
move to different zones, which could damage the 
interactivity of the DVE. 

In this paper, we consider an important problem with 
GDSA and the zone-based partitioning approach: dynamic 
zone-server assignment problem. Dynamic zone-server 
assignment problem aims to reduce the client-server 
communication delay by carrying out re-assignment when 
necessary. To address this problem, we have developed 
some dynamic zone-server assignment algorithms. We 
also give the conditions on when to carry out the re-
assignment and the way how to do it. Simulation studies 
have shown that our approach is very effective in 
enhancing the interactivity of large-scale DYEs. 
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The rest of the paper is organized as follows. Section 2 
formulates the dynamic zone-server assignment problem 
and discusses some related work. Section 3 gives our 
solutions to the problem. Simulation studies are described 
in Section 4, and Section 5 concludes this paper. 

2 Dynamic Zone-server assignment 
problem 

2.1 Problem Description 

The general structure of the GDSA is shown in Figure 1. 
The right hand side of Figure 1 shows the relationship 
between servers and clients based on round trip time 
(RTI). For simplicity, we use the same symbol (e.g., cl) 
for a client and its avatar. In this paper we refer to RTI as 
the communication delay between clients and servers, and 
the interactivity of DVEs is measured by this 
communication delay. Here RTI between a server and a 
client refers to the minimum RTI as a client may have 
more than one route to connect to a server. In Figure 1, cl 
is drawn near to s1 to illustrate that the RTI between cl 
and sl is small, i.e., the smaller the RTI between a client 
and a server is, the closer the client is to a server in the 
figure. 

• Client 

Figure 1: Clierit-DVE-Server relationship 1 

The left hand side of Figure 1 shows the relationship 
between servers and avatars in the virtual environment. 
Each client is represented as an avatar in the Virtual 
Environment (VE). It can interact with other avatars 
within the same zone but not those in other zones. An 
avatar can move into a different zone. All avatars in the 
same zone are under the control of the same server which 
hosts the zone. As shown in the figure, server s 1 hosts 
zone zl, and cl and c2 are inside zl, so cl and c2 are 
under control of sl. cl and c2 only send "update" to server 
sl , they communicate through sl, i.e., there is no direct 
communication between any clients. 
Generally, the RTTs between clients and servers can be 
considered as fixed since the geographical location of 
clients and servers can not be easily changed. However, 
the positions of avatars in the virtual environment may 
change over time. It may happen that avatars move into a 
zone hosted by a server which is far away from the clients 
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in terms of RTI. For example in Figure 2, cl and c2 move 
into zone z2 which is hosted by server s2, c3 and c4 move 
into zone z1 which is hosted by server sl. The RTTs 
between these two clients {cl and c2) and s2 become high, 
and the same situation for c3 and c4. For such cases, we 
can re-assign zone zl to server s2, z2 to sl such that the 
overall RTT from the clients to their hosting servers is 
reduced, as i1lustrated in Figure 3. 

Client Server 

Figure 2: Client-DVE-Server relationship 2 

.. .... 

Figure 3: Client-DYE-Server relationship 3 

For more general cases, we can carry out such re-
assignment whenever the average RTI from the clients to 
their hosting servers can be reduced. 

2.2 Problem Formulation 

Before formulating the dynamic zone-server assignment 
problem, we introduce the following notations and 
concepts: 

• c = {cl' c2 ,..., c Ne} - the set of clients, where is a 
client in the DVE and the total number of clients is 
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• S = S2 .. • ·, S - the Set Of Servers, Where iS a 
server in the DVE and the total number of the servers 
is Ns• 

• Z={Z1,Z2 ···,ZNz}- the set of zones, where Z1 is a 
zone of the DVE and the total number of the zones is 
N z . In this paper we assume that each server hosts 
exactly one zone, thus, N z = N 5 • 

• 11 Z1 11 -the number of avatars (clients) in Z1 • 

• d(Ci,Si) -the RTT between client C1 and server S1 . 

• d(Si,Sj) - the communication delay between server 

Si and S j . We further assume that well provisioned 
network has been setup between servers, thus, 
d(Si,Sj) is small and remains stable. 

• S(Zi) -the server that hosts zone Z1 • 

• Permutation - a rearrangement of the elements of an 
ordered list L into a one-to-one correspondence with L 
itself. 

• Permutation cycle - a permutation whose elements 
trade places with one another. 

• Transposition - a permutation of two elements, which 
is also a permutation cycle of two elements. 

• M : Z S - the assignment of zones to servers. 
Since Ns = N z, M is a permutation of order Ns• 

• T(Zi, Sx) - the total round trip time between all clients 
inside zone Zi and a server Sx, which can be calculated 
as: 

T(Zi,Sx) = d(Cj,Sx) (1) 
c1ez, 

• TA (Zi) - the average communication delay between 
the clients in a zone Zi and server S(Zi), which can be 
calculated as: 

T (Z.) = T(Zi,S(Zi)) 
A 

(2) 

• -Swap all clients hosted by with all 

clients hosted by Suppose that originally server 
is hosting Zi, hence all the clients in zone Zi are under 
control of and server is currently hosting zone 
z1, hence all the clients in the zone are under control 
of After the swap(Sa,Sp) operation, server 
will host zone z1 and all clients inside zone will be 
under control of and server will host zone Zi and 
all clients inside Zi will under control of The swap 
operation between two servers is carried out by 
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transferring clients under control to the other server, as 
illustrated in Figure 2 and Figure 3. 

Finally we formulate the dynamic zone-server assignment 
problem as follows: find the assignment M that minimizes 
TA(Z). 

2.3 Related Work 

The major contribution of this paper is that we give the 
conditions on when to do the re-assignment swapping and 
the way how to do the re-assignment s w a p p i n g  
considering the dynamic nature of avatars in DVEs. 

To the best of authors' knowledge, there is not much 
existing work on zone-server assignment that takes into 
account of the dynamic nature of avatars in DVEs. There 
are some static server selection mechanisms for DVEs. In 
[4], the authors gave a server selection method based on 
the communication delay and communication frequency 
among clients. However they did not discuss how to deal 
with dynamic situations when the server selection must 
change due to the movement of avatars. 

In [9] and [10], the authors proposed some clients' 
assignment methods to reduced the communication delay. 
However, their goal is to minimize the upper-bound of 
communication delay for the DVEs, which may not 
optimize the overall system. 

3 Algorithms and Solutions 

3.1 Condition on swap Operation 

Theoretically, at any point of time, we can find an optimal 
M such that TA(Z), the overall average delay from clients 
to their hosting servers at that time, is minimized. 
However when M at t1 is different from M' at t2, and we 
need to carry out some swap operations, these swap 
operations will incur some overhead, e.g., transferring 
client's data among servers. Therefore, we introduce a 
threshold Ts such that a swap operation is conducted only 
when the resultant reduction in average communication 
delays exceeds Ts. 

To illustrate this idea, let's see the following example. 
Originally servers and host zone Zi and Zj 
respectively, i.e., S(Zi) = and S(Zj) = The overall 
average delay of clients in zone Zi and clients in zone z1 
before the swap operation will be: 

TA(Zi UZj) 

(3) = J 

= 

After the swap operation the total average delay of clients 
in zone Zi and zone Zj will be: 
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= + 

_ 

So the condition for this swap operation is: 

Treduced ( Zi ,Z j) 

=TA(Zi UZj)-TA(Zi UZj) T5 

(4) 

(5) 

Whenever there exists such a pair (Zi, Z j ) satisfying the 
above condition, we will perform the swap operation. 

3.2 Simple Swap Algorithm (SA) 

while (TRUE) do 

foreach pair (Zi,Zj) do 
if then 

L 

end 
end 
if (Lis empty) then 

Find the pair ( z;, in L which 
maximizes 

else 
break; 

end 
end 

Figure 4: Swap algorithm 

Our swap algorithm checks all pair of zones (Zi, Z j )
satisfying inequality (5), then finds the pair (Z1 , Z2 ) 

which maximizes Treduced among such pairs and perform 
the swap operation between (Z1, z2*) until no more pair 
can be found which satisfies inequality (5). 
One important consideration of the algorithm is how to 
determine Ts. If Ts is too big, the algorithm may not be 
effective. On the other hand, if Ts is too small, the swap 
operations will be carried out too frequently and the 
overhead increases accordingly. Therefore, the value of Ts 
should be carefully chosen. We will explain this in the 
next section. 

3.3 Refined Swap Algorithm (RSA) 

To reduce the number of swap operations, we have 
developed a refined swap algorithm. 
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First, Jet's introduce some concepts and symbols. 

Theorem 3.1 Any permutation can be uniquely 
represented as a product of disjoint cycles [5]. 

Definition 3.1 Cyclic Migration (CM): client migration 
according to a permutation cycle. 

Permutation P I; 
while (TRUE) do 

foreach pair (Z1,Z1) do 

if Treduced ( Zi, then 

end 
end 
if (L is not empty) then 

Find the pair (z;, z;) in L which 
maximizes 
P 
Mark as the hosting server of 
and as the hosting server of z;; 

else 
break; 

end 
end 
if (P /) then 

Decompose P to the product of disjoint 
cycles, i.e., = 
foreach do 

end 
end 

Figure 5: Refined swap algorithm 

For example the permutation cycle PC=(l,2,3), cyclic 
migration CM(PC) means servers S 1  S2 and S3 will host 
the zones which are currently hosted by servers S2, S3, S1 
respectively before the migration operation. To achieve 
this, migrations of all clients originally hosted by S1 to S3, 

S2 to S1 and S3 to S2 are carried out concurrently. 

To illustrate the advantage of refined swap algorithm, let's 
take the above permutation cycle PC = (1, 2, 3) as an 
example. To achieve this by swap operation, at least two 
swap operations are needed, e.g., s w a p ( S 1 ,  S2) and 
swap(S2, S3). Each swap operation contains two zone 
migrations. Thus, to achieve (1, 2, 3), simple swap 
o p e r a t i o n  costs four zone migrations while cyclic 
migration costs only three. Generally, the longer the 
permutation cycle, the more migration operations the 
refined swap algorithm saves. 
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4 Performance Evaluation 

4.1 Considerations 

We evaluate our proposed algorithms via simulations. In 
the simulations, we use a two-level, Internet-like topology 
generated by the BRITE Internet Topology Generator [2]. 
The topology consists of 2000 nodes and 4000 links. The 
upper bound delay of each link is uniformly distributed in 
(0, 30ms). We randomly select nodes in the set of 2000 
generated nodes to be servers and clients. 

To simulate the movement of avatars, we use the value of 
moving distance of one step/edge length of the zone to 
represent the moving speed of an avatar and we set it to 
0.02 in the simulations. The direction of each movement is 
random and the chance for each avatar to make a move in 
each step is also random. 

Different DYE configurations are used for performance 
evaluation. A specific DVE configuration is determined by 
the number of servers, the number of clients and the 
threshold Ts. We use a notation number of servers-number 
of clients-Ts to denote a DYE configuration. For example, 
the notation 30s-300c-20 means that the DVE has 30 
servers, 300 clients, and Ts is set to 20ms. Results 
presented here are obtained by averaging the results of 50 
simulation runs. 

4.2 Results and Analysis 

As the avatars move in the virtual environment, any static 
zone-server assignment may ultimately perform as bad as 
random assignment. Here random assignment refers to the 
static assignment that randomly assigns zones to servers. 
In the experiments, random assignment is used to make 
comparison with our dynamic zone-server assignment 
algorithm. To show the effect of swap algorithm, the 
initial assignments of all dynamic zone-server assignments 
are randomly chosen. 

__ ___________ 

t 
+ 
+------= 

Figure 6: Average communication delay 

Figure 6 shows the performance of swap algorithm for 
DYE configuration 300c-30ms with different number of 
servers. From Figure 6, it is observed that the average 
communication delay for the overall system is reduced by 
up to (146-113)/146 = 23.3% comparing to random 
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assignment. The more servers we have, the better result we 
get. This can be explained by the fact that the chance to 
find pair (Z1, Z 2 ) is higher when DYE has more servers. 

0 

T. 
Figure 7: Efficiency and overhead 

.. 

_ 

Figure 8: Migration frequency of RSA and SA 

Figure 7 shows the effect of threshold Ts with DVE 
configuration 30s-300c and the efficiency is defined as the 
percentage of communication delay reduced over random 
assignment. For example, the average communication 
delay of all clients is 200ms for random assignment and 
120ms for swap algorithm, the efficiency is calculated as 
(200-120)/200 = 40%. Swap frequency is defined as 
number of clients migrated per second. From Figure 7, it 
can be seen that both the efficiency and swap frequency 
reduce as Ts increases. This can be explained by the fact 
that the chance to find (Z1", reduces as Ts increases 
and less swap operation needs be done. For real 
applications, the overhead brought by swap operation will 
be proportional to the swap frequency. To seek a balance 
between efficiency of swap algorithm and the overhead, 
we can tune Ts to a suitable value. From our experience, 
normally the value of Ts can be chosen to be around 10% 
of the average communication delay, where the efficiency 
is above 25% and the swap frequency is as low as 0.02. 

Figure 8 shows the effect of refined swap algorithm with 
DYE configuration 30s-300c and different Ts. It can be 
seen that the refined swap algorithm reduces the overhead 
up to (0.15-0.05)/0.15 = 66.7% comparing to the simple 
swap algorithm. 
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5 Conclusions 

Due to the huge resource demands and the real-time 
requirement of large-scale DVEs, a geographically 
distributed server architecture is usually needed to support 
such applications. In this architecture, multiple servers are 
geographically distributed over the network, and the large 
virtual world is partitioned into distinct zones to distribute 
load among the servers. In this paper we have proposed a 
dynamic zone-server assignment approach to enhancing 
the interactivity of large-scale DVEs by carrying out re-
arrangement. We gave the conditions on when to carry out 
re-arrangement and the way how to do it. Simulation 
studies with realistic models have shown that our approach 
is very effective in enhancing the interactivity of large-
scaleDVEs. 

For future work, it would be very interesting to extend the 
idea to the DVEs in which each server hosts multiple 
zones. 
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